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Abstract

We describe and analyze a model for a stochastic pulse-coupled neural network, in which the random-

ness in the model corresponds to synaptic failure and random external input. We show that the network

can exhibit both synchronous and asynchronous behavior, and, surprisingly, that there exists a range

of parameters for which the network switches spontaneously between synchrony and asynchrony. We

analyze the associated mean-field model and show that the switching parameter regime corresponds to a

bistability in the mean field, and that the switches themselves correspond to rare events in the stochastic

system.
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1 Introduction

It has been known since Huygens’ observation of pendulum clocks that similar interacting nonlinear oscillators
have a tendency to synchronize [1]. There has been a great body of work studying such synchronization
phenomena, and there exist many excellent reviews of this intriguing field; some examples are [2–4].

In neural science, it is of particular interest to investigate the dynamics of pulse-coupled nonlinear oscil-
lators, namely, oscillators that interact only when one of them “fires”. In abstract terms, this means that
there is only one particular phase of an oscillator’s cycle during which it has the opportunity to influence
the other oscillators to which it is coupled. Typically, this influence consists of an advance or retardation
in phase of the oscillator that is on the receiving end of the interaction. When an interaction leads to an
advance in phase, it is said to be excitatory, and when it leads to retardation, it is said to be inhibitory.

Much of the work on pulse-coupled oscillators has been done in the specific context of leaky integrate-and-
fire neurons; a variety of dynamics has been observed, and several authors have explained many aspects of the
dynamics of these oscillators [5–16]. The simplest example of an integrate-and-fire neuron is one in which the
membrane potential is allowed to take values anywhere in the interval [V0, VT ]; when the potential is raised to
VT , the neuron “fires” and is reset to V0. The term “leaky” means that in the absence of external input the
voltage relaxes exponentially toward V0. It was shown by Knight [17] that a population of uncoupled leaky
integrate-and-fire neurons can be synchronized by a common periodic input. The second author considered
the case of two identical “slightly leaky” integrate-and-fire oscillators under the assumption that the firing
of one oscillator gives a small upward kick to the state of the other oscillator, and showed in [18, p. 268–278]
that two such oscillators synchronize. The generalization to any number of oscillators, and the theorem
that such a population of oscillators synchronize, was proved by Mirollo and Strogatz [19], who, moreover,
generalized the notion of “leakiness” and clarified its role in synchronization. Further generalization to a
population of non-identical pulse-coupled oscillators was considered by Senn and Urbanczik [20], who showed
that deterministic networks without leakiness synchronize generically.
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In the present paper, we replace the deterministic continuous-state integrate-and-fire neuron by a fully
stochastic, discrete-state neural model. The physiological motivation for this change is the stochastic nature
of synaptic transmission, in which the arrival of an action potential at a pre-synaptic terminal causes, with
some probability, the release of a synaptic vesicle of neurotransmitter. We will consider only the simplest
case, in which the number of vesicles released at a given synapse upon the arrival of an action potential is
either 0 or 1, in which the individual vesicle release events conditioned on the arrival of an action potential
are all independent of one another, and in which the probability of vesicle release given the arrival of an
action potential is constant, independent of the history of activity at the synapse in question or at any
other synapse. Thus there is no synaptic facilitation or depression in this model, nor are there any temporal
inhomogeneities. As for the post-synaptic neuron, we assume that the release of each pre-synaptic vesicle
of neurotransmitter gives the post-synaptic neuron an upward kick (i.e., only excitatory interaction) to the
membrane potential by a fixed amount ∆V , and moreover that the membrane potential of the post-synaptic
neuron remains constant between vesicle arrivals (i.e., no leak). This idealization allows us to consider
those aspects of synchronization that do not depend on the dissipative process associated with membrane
leakiness, and it also implies that we only need the discrete states V ∈ {V0, V0 + ∆V, V0 + 2∆V, . . . , VT } in
the description of our model neuron, where V is the membrane potential, VT is the threshold for firing, and
V0 is the potential to which the neuron resets after firing. For simplicity, we assume that VT − V0 = K∆V
for some integer K. The interpretation of K is the number of synaptic vesicles that need to be released
onto a given post-synaptic neuron in order to bring the neuron from the reset level to the firing level, at
which point the neuron fires and is reset back to its reset level. To make such a discrete-state stochastic
integrate-and-fire neuron into an oscillator, we need only assume that in addition to the vesicle release caused
by incident action potentials from other neurons, there is also a spontaneous rate of vesicle release, denoted
by ρ. (We define ρ as the rate of vesicle release per post-synaptic neuron and not per synapse.) This implies
that in the absence of incident action potentials, there is a probability per unit time ρ that any given neuron
will experience an upward jump in its membrane potential. In the absence of neural interactions, the mean
time between firing events of a single neuron of the type described above will be K/ρ.

To complete the model, we assume that each neuron makes exactly one excitatory synapse on every
other neuron in the population. Then, whenever a neuron fires, every other neuron in the population has a
probability of being affected. This effect, if it occurs, is to cause the membrane potential of the post-synaptic
neuron to be promoted by exactly ∆V . Since this may take the post-synaptic neuron to the threshold VT ,
there is a possibility of a “chain reaction” in which many of the neurons fire simultaneously — this is because
any firing has the potential of raising one or more other neurons to threshold, in which case those neurons,
too, will fire and may promote the voltages of other neurons, some of which may reach threshold and fire,
and so on. Such a chain reaction (which we will call a “burst” below) is constrained by the rule that each
neuron is allowed to fire at most once in a given burst. This corresponds to the physiological phenomenon
of refractoriness, which prevents real neurons from firing at arbitrarily high rates. In our model, however,
refractoriness is limited to the duration of the burst, which we idealize as occurring in a single instant of
time. Thus our refractoriness is a kind of “refractoriness of zero duration”, and this avoids introducing a
parameter corresponding to the duration of this refractory period.

In the present paper, we show by numerical simulation, and also by analysis of a mean-field model,
that the system above can exhibit both synchronous and asynchronous behavior. Mean-field models for
the dynamics of populations of neurons have been studied extensively (e.g., [17, 21–27]) and although the
derivation of the mean-field model in this paper is motivated by these earlier studies, the distinguishing
feature of the current analysis is that we hold K finite in the large N limit — simply speaking, the voltage
change produced by the arrival of an action potential is not asymptotically small, but is of the same order
of magnitude as the voltage difference between reset and threshold.

The most surprising feature of this model is that there is a range of parameters in which the system
switches abruptly and spontaneously from synchronous to asynchronous behavior, and vice versa, with
statistics like those of a two-state Markov chain. This repertoire of behavior has no exact counterpart in the
deterministic continuous-state models most commonly studied.

In Section 2 we present a complete formal description of the model motivated above, include computa-
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tional results that illustrate the range of its behaviors, and also remark on the level of realism of this model.
Section 3 introduces a mean-field limit of the model and presents analysis of this mean-field which gives some
insight into, and explanation for, the dynamics demonstrated by the stochastic model. Section 4 summarizes
our current understanding of the model and lists some open problems and conjectures related to the model
studied here. Finally, in the Appendix we describe in some detail the numerical methods used to carry out
the computations in this paper.

2 Model description

In this paper we consider a population of N identical discrete-state, stochastic, integrate-and-fire neurons.
Each neuron in this population has K levels, or states, denoted k = 0, . . . , K − 1. The additional level K is
useful for describing neurons which are currently firing.

The population has two overall modes which we call the “burst” mode and the “interburst” mode. During
the interburst mode, the neurons are completely independent, and each neuron has a probability per unit
time ρ of being promoted one level. When any neuron is promoted from level K − 1 to level K, it is said to
“fire”. At that moment, the interburst mode ends, and the burst mode begins.

The burst mode is conceptualized as taking place at a single instant of time. During a burst, any
particular neuron is allowed to fire at most once. The interaction between neurons that occurs during a
burst is defined by the following stochastic rule: for each neuron that fires during a burst, each of the other
neurons that has not yet fired during that burst is promoted with probability p ∈ (0, 1). If any neuron is
raised to level K during a burst, it also fires, and its effect is computed recursively (for every additional
neuron which fires, we promote all the neurons which have not yet fired in the burst with probability p). The
recursive nature of this rule leads to the possibility of a chain reaction in which a large number of neurons
fire during a single burst. Note, however, that this number cannot exceed the population size N , since each
neuron is constrained to fire at most once during any particular burst. When the burst is complete, i.e.
when all of the firing events have been accounted for, the neurons that fired during the burst are reset to
level k = 0 and the population re-enters the interburst mode.

The model is therefore characterized by only four parameters: the population size, N ; the number of
levels, K; the probability p of a given neuron being promoted during a burst because of another neuron
firing; and the spontaneous interburst promotion rate, ρ. Note that ρ only sets the overall timescale, and is
therefore not an essential parameter of the model, the essential parameters being N , K, and p. Because of
this, we typically set ρ = 1 in what follows, unless stated otherwise.

We give a pseudo-code description of the network dynamics in Algorithm 1 in Appendix B below.

2.1 Realistic and unrealistic features of the model

Mathematical models in biology (and likewise in other fields) have many different uses. In some modeling,
the goal is to be as realistic as possible, so that the model can be used as a surrogate for the real system. Such
models should include all relevant details and are typically very complicated. Other models are designed
to provide insight by isolating particular mechanisms that may operate, albeit in disguised form, in real
systems. In constructing a model of this second, more idealized type, leaving out certain features of reality
is a positive virtue, since the purpose of the model is to see how a restricted subset of real-life elements may
interact to produce part, but by no means all, of the phenomenology of the real system.

The model presented here is definitely of the idealized variety. Its purpose is to focus attention on the
discrete, stochastic nature of synaptic interaction, and to study the consequences for the important issue of
synchronization of neuronal networks. The characteristic and realistic feature of the model, then, is that
interneuronal communication occurs through discrete, stochastic vesicle release at synapses. Another realistic
feature is that refractoriness is included, although in an idealized way (each neuron is only allowed to fire once
during a burst). The list of unrealistic features of this idealized model is, of course, much longer. It includes
the idealization that an action potential has zero duration and the related idealization that refractoriness
is likewise of zero duration, the absence of any synaptic or axonal delay, the lack of inhibitory interactions,
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the assumption of perfectly symmetrical, all-to-all coupling of identical neurons, with each neuron connected
to every other neuron by exactly one synapse, the restriction that the number of vesicles released as a
result of any particular action potential at any particular synapse is restricted to the values 0 or 1, the lack
of synaptic facilitation or depression, the assumption that every vesicle release produces exactly the same
response (EPSP) in every postsynaptic neuron, and, finally, the assumption that the form of this EPSP is a
voltage step of a fixed size with no subsequent decay of the voltage towards the rest potential of the neuron.

The last of these unrealistic features is of particular interest, in view of the history of theories of synchro-
nization of pulse-coupled oscillators, in which leakiness has sometimes been essential for synchronization and
sometimes not, depending on other assumptions [17–20]. In the present context, leakiness is definitely not
needed, since we omit it and find strong synchronization in appropriate parameter regimes. It may also be
of interest to remark that leakiness is the only one of the omitted features mentioned above that would be
difficult to include in a future generalization of the model presented here. The reason for this, of course, is
that the state of a leaky postsynaptic neuron is described by a continuous state variable, namely the voltage,
and that is a significant departure from the discrete-state model considered here. All of the other unreal-
istic features listed above could potentially be made more realistic while staying within the discrete-state
framework. Whether leakiness is important or not is an issue of time scale. If individual EPSPs are of long
duration in comparison to the typical time interval between vesicle release events (pooling together all such
events for a given post-synaptic neuron), then the assumption of no leak is well justified as a reasonable
approximation.

2.2 Phenomenology of the network

The first observation we make of the dynamics of the network is that if p is chosen sufficiently large,
then the network displays synchrony, and if p is sufficiently small, it displays asynchrony. This behavior
is not surprising; systems of coupled elements display a similar dichotomy in a wide variety of contexts.
From [18–20] we expect the presence of noise to lead to decoherence. However, by increasing p, we are
coupling the elements of the network together more tightly and thus expect more synchrony. This is precisely
what is observed.

In this context, the synchronous dynamics take the following form: the network settles into a nearly
periodic pattern in which large bursts (of size O(N)) are separated by many small bursts (of size O(1)). The
time between the large bursts is close to constant. Because of this, in the synchronous dynamics there is a
large correlation between burst sizes. The asynchronous dynamics are in this sense the opposite: there is no
discernible pattern in time.

We display numerical simulations of the system in Figure 1, where we have fixed N = 1000 and K = 10
and varied p. We also show a zoomed-in view of the synchronous dynamics.

Although we only show two realizations of the network in Figure 1, the phenomena depicted there are
ubiquitous: for many N and K, we find that for p sufficiently large the network synchronizes and for p
sufficiently small it fires asynchronously. Thus, as one increases p, there is a transition from asynchrony to
synchrony.

Our second observation, which is quite surprising, is that synchronous and asynchronous dynamics can
coexist for the same parameters. More precisely, there is an intermediate range of p for which the network can
exhibit both synchronous and asynchronous behavior. For p in this range, any realization of this network will
actually switch back and forth between synchrony and asynchrony, suggesting that these two states are each
metastable and that the system makes stochastic transitions between them. We display such a simulation
in Figure 2.

We take the viewpoint that this stochastic network should be thought of as a perturbation of an underlying
deterministic system which can, for some parameters, support two different types of dynamical behavior.
The effect of the noise is to cause the system to switch between these two types of dynamics. In this light, it
makes sense to think of the noise as being small when N → ∞, and that if we consider some distinguished
limit where Np is held constant while N → ∞, the stochastic system should in some sense be a small
perturbation of a particular underlying deterministic system. We develop these ideas further in Section 4,
but we simply note here that if this picture is correct, then we expect to observe two things: first, that
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Figure 1: Network dynamics for synchronous and asynchronous states. In all of these simulations, we have
chosen N = 1000 and K = 10. In panels (a,b) we chose p = 1 × 10−2, which leads to synchrony. Panel
(a) is a plot of the size of the bursts versus time: all bursts here are either quite large (near the size of
the whole network) or significantly smaller. The inset in panel (a) is a zoomed view showing that between
the large bursts there is activity, but all these bursts are much smaller. In panel (b) we have plotted the
autocorrelation of the burst numbers, which shows a clear periodic structure. Specifically, if we denote the
size of the jth burst in the simulation as bj , then we are plotting ck = 〈bjbj+k〉 /

〈
b2
j

〉
for various values of k.

To get these statistics we simulated the full network until 105 bursts were obtained, and then averaged over a
sliding window of length 9.9×104. Panels (c,d) show the same for p = 5×10−3 which leads to asynchronous
dynamics. The size of the bursts are much smaller than in the synchronous regime, and the autocorrelation
shows little temporal structure.

the times during which the system resides in each of the two stable regimes should be distributed as an
exponential, or memoryless, random variable and second, that the logarithm of the mean residence time
should be an increasing linear function of N .

In Figure 3 we plot a histogram of the residence times in each of the synchronous and asynchronous
states (we describe the details of this computation in Appendix A) for a particular choice of K, N, p. One
observes that these times are distributed very close to exponentially. In Figure 4, we plot the dependence of
the mean residence times on K, N, p : first with N, K fixed and increasing p, and second with K, Np fixed
and increasing N . In both cases we see that the mean residence time displays an exponential dependence
on parameters. The mean residence time in the synchronous state increases with p, and the mean residence
time in the asynchronous state decreases with p. The second panel suggests that as we consider the limit
N → ∞, pN = constant, the system is converging onto a deterministic system with two metastable modes
of behavior, and that the time of transition between the two states becomes longer as the size of the network
increases.

This numerical evidence strongly suggests that there is an underlying deterministic dynamical system
with two attracting dynamical states, one which corresponds to the synchronous behavior and one which
corresponds to the asynchronous behavior. The stochastic system then randomly switches between these
two attractors with a residence time consistent with the scalings characteristic of large-deviation theory (we
discuss this further in Section 4). We show in Section 3 that there is such an underlying deterministic system.
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Figure 2: Here we have chosen N = 1000 and K = 10 as in Figure 1, but now p = 9.35 × 10−3. In the left
panel we are graphing the size of the bursts as in the earlier figures. In the right panel, we are plotting the
cumulative number of spikes up to time t as a function of t, where each spike is the firing of one neuron.
Observe that the system switches between synchronous and asynchronous behavior. Also notice that the
mean firing rate (slope of the cumulative plot) is significantly lower during the synchronous state even though
the bursts in the synchronous state are large. We have plotted two blowups to show that in the asynchronous
state, the system fires at a fairly constant rate, but in the synchronous state almost all of the firing takes
place during the large bursts.

Finally, we point out that the system is always out of equilibrium in the synchronous state, and this is
crucial in determining the sizes of the large bursts in the system. To show this, in Figure 5 we compare two
histograms of burst sizes for N = 100 and various values of p. In the left panel, we show the histogram of
the burst sizes of an actual simulation of the network, and in the right we show a histogram of burst sizes
for the artificial case where we simulate the following: we assume that we have a burst, so that one neuron is
at level K, we choose the levels of the N − 1 neurons uniformly in the set {0, . . . , K − 1}, and then compute
the size of the burst. After computing the size of the burst, the initial conditions are reset and again chosen
randomly. Contrasting the two figures shows clear differences for some values of p. First we see that for
p < N/K = 0.10, there is not much difference between the two pictures, which suggests that in this case
the distribution of the neurons in the various levels is close to uniform at the time of bursts (we show that
this is true in Section 3 below). However, for p ≥ N/K, there is a significant difference between the two.
Consider p = 0.10 (denoted by diamonds). In the right panel, we see that the probability of a burst of size
b is roughly constant for b ≥ 20, whereas in the left panel we see that a burst of size 80 is roughly one order
of magnitude more likely than one of size 40. This means that during the actual dynamics, the bursts are
well-separated into “big” and “small” bursts in a natural way, but they would not be well-separated if the
levels were assumed to be equally occupied at the time of burst. This distinction is even more pronounced
for p = 0.11.

Our explanation for this phenomenon is as follows: when the network has a large burst, it primes itself
to be more likely to have a large burst at some point in the future, but not immediately. This is because
after a large burst, there is a large proportion of neurons which are reset to level 0. In the interburst mode,
these neurons are all moving towards level K at the same rate. There will be some diffusion because of the
randomness inherent in the interburst forcing, but a large mass of neurons will march towards higher levels
of excitation and will remain relatively coherent as they do so. Thus, immediately following a large burst,
we have a relatively low concentration of neurons near the higher levels; this makes small bursts much more
likely than in the uniformly-distributed case. Similarly, when this mass of neurons moves toward the highest
level, this makes a big burst much more likely than in the uniform case. From this we would expect to
observe two phenomena: first, that the dynamics make both smaller and larger bursts more likely relative
to medium-sized bursts (cf. Figure 5), and second, that this leads to a periodicity in time of the dynamics
(cf. Figure 1) where the characteristic period is obtained by computing the the time it takes for a mass of
neurons to move from the lower levels to the higher during the interburst mode. More precise statements
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Figure 3: Histograms of the amount of time spent in the synchronous state before switching to the asyn-
chronous state (left panel) and likewise the amount of time spent in the asynchronous state before switching
to the synchronous state (right panel), for N = 100, K = 10, and p = 9.5 × 10−2. The simulation was run
until 5×107 neurons fired, and then to determine the durations we used the definitions in Appendix A. This
is a semi-log plot and the red line is the best linear fit; thus the times are very close to exponentially dis-
tributed. We remark that there is nothing special about these choices of parameter values; similar exponential
dependence is observed for many choices of p, N, K where p was chosen in the interval p ∈ (0.9K/N, K/N).

can be made here which are beyond the scope of this paper but which we intend to address in a future
publication.

3 Mean-field limit

In this section, we describe a mean-field approximation to the stochastic system described above. We define
the mean-field approximation in Section 3.1 and show numerically in Section 3.2 that it represents the
stochastic system reasonably well. In particular, we show that the mean-field system has two states which
correspond to the synchronous and asynchronous modes in the stochastic model. In Section 3.3 we analyze
the stable structure which corresponds to asynchrony.

3.1 Description of the mean-field approximation

We propose a mean-field approximation to the network described above that also has the three parameters
N , K, and p. The mean-field system, although deterministic, will also have two steps in its evolution, one
corresponding to bursting, and one corresponding to the evolution between bursts.

The state of the system will now be encoded in the continuous variable x(t) ∈ R
K+1
≥ , where R≥ = {α ∈ R :

α ≥ 0}. Each component of this vector (e.g. xk(t)) corresponds to the expected number of neurons in level
k at time t. We use the nonstandard notation of labeling the components of this vector from k = 0, . . . , K,
so that we have

x(t) = (x0(t), x1(t), . . . , xK−1(t), xK(t)).

Finally, we denote e(k) as the kth standard basis vector, giving

x =
K∑

k=0

xke(k).

We refer to each xk(t) as the occupation number of level k at time t, and refer to x(t) as the occupation
number vector at time t.

Recall that in the interburst mode of the stochastic network, the neurons are promoted in a way that is
independent of neuron number and with a constant probability per unit time for any given neuron to move
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Figure 4: Mean duration of the time spent in each of the two states as a function of p with N, K fixed (top
panel) and then as a function of N with K fixed and pN/K = 9.35 (bottom panel). Circles denote the
synchronous state, and squares denote the asynchronous state.

up to the next level. Thus the expectations xk(t) evolve according to

d

dt
x0(t) = −x0(t),

d

dt
xk(t) = xk−1(t) − xk(t), k = 1, . . . , K,

d

dt
xK(t) = xK−1(t),

(1)

or x(t) = etLx(0) where

Lij =






−1, i = j, for i = 0, . . . , K − 1,

1, j = i − 1, for i = 1, . . . , K − 1,

0, otherwise.

We use the notation that the indices of the matrix L run i, j = 0, 1, . . . , K − 1, K. Recall that in the burst
mode of the probabilistic model, every time a neuron fires, two things occur: first every other neuron is
promoted with probability p, and then the neuron which fired is removed from the pool of firing neurons. In
the mean-field model, this corresponds to applying the map

Fp(x) = (I + pL)x − e(K).

It should be noted that the linear part (first term) of the burst map is the same as a time discretization of
the interburst system with timestep ∆t = p.

8



0 20 40 60 80 100
10

−6

10
−4

10
−2

10
0

size of burst

p
ro

b
a

b
ili

ty

 

 

p=.07
p=.08
p=.09
p=.10
p=.11

0 20 40 60 80 100
10

−6

10
−4

10
−2

10
0

size of burst

p
ro

b
a

b
ili

ty

 

 

p = .07
p = .08
p = .09
p = .10
p = .11

Figure 5: Here we show two histograms of burst sizes for the network with N = 100, K = 10 and for various
p. In the left panel, we are showing a histogram of the burst sizes for a long run of the network; these are the
burst sizes which come from the actual dynamics. In the right panel, we show a histogram where we do the
following calculation: for each realization, we assign a random level < K to all but one neuron in the network
and put exactly one neuron at level K, and then compute the size of the burst. Both histograms come from
computing 106 bursts; in the left panel we run the network algorithm until 106 bursts have occurred, and in
the right panel we simply repeat the calculation with random levels 106 times.

We now describe the full dynamics of the mean-field system. Choose N > 1 (we will eventually consider
N much larger than 1) and define D1, D2 as

D1(N) =
{
x ∈ R

K+1
≥ : ‖x‖ℓ1 = N, xK < 1

}
,

D2(N) =
{
x ∈ R

K+1
≥ : ‖x‖ℓ1 = N, xK ≥ 1

}
,

where for any x ∈ R
K+1
≥ we denote

‖x‖ℓ1 =

K∑

k=0

xk.

The domain D1 should be interpreted as the set of those occupation number vectors which lie in the interburst
stage, and the domain D2 as the set of those which are currently bursting. Define t∗ : D1(N) → R≥ by

t∗(x) = inf
t>0

{t : (etLx)K = 1} = inf
t>0

{t : etLx ∈ D2(N)}. (2)

It is straightforward to verify that for N > 1 and x ∈ D1(N), t∗ maps into the positive reals. For any
x ∈ D2(N), define B(x) as

B(x) = min
b≥1

{
b : (F b

p (x))
K

< 1
}

= min
b≥1

{
b : F b

p (x) ∈ D1(N)
}

, (3)

where we denote the bth iterate of Fp as F b
p . Observe that ‖Fp(x)‖

ℓ1
= ‖x‖ℓ1 − 1, and thus B(x) < N for

all x ∈ D2(N). Finally define the map φ(x) : D2(N) → D1(N) as

φ(x) = FB(x)
p (x) + B(x)e(0). (4)

Since B(x) is finite, φ(x) is well-defined for any x ∈ D2(N); moreover, the range of φ is contained in D1(N)
by definition.

The motivation for all of this is as follows. We can think of any x ∈ D2(N) as the occupation number
vector at the beginning of a burst. The map Fp corresponds to one neuron firing and promoting the rest of
the neurons in the network. We continue to apply this map until we return to D1(N), and the minimum
number of iterates we need to achieve this is B(x). Each time we apply Fp, we are removing one neuron
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from the pool of firing neurons, and when the burst is over we reset all of those neurons to level 0. The
resetting corresponds to the term B(x)e(0) in (4). Now, once we have x ∈ D1(N) — which corresponds to
the interburst mode — the system evolves under the linear flow in (1).

We summarize the full mean-field dynamics formally as follows: Take x(0) ∈ D1(N) and define τ0 = 0.
Now define τ1 = t∗(x(0)) and x(t) for t ∈ [0, τ1) as

x(t) = exp(tL)x(0).

Then define
x(τ1) = φ(exp(τ1L)x(0)).

By definition, exp(τ1L)x(0) ∈ D2(N) and thus x(τ1) ∈ D1(N). (In general x(t) is discontinuous at t = τ1;
we define x(τ1) to be the value immediately after the burst.)

Now, continue the solution as follows: for j ≥ 1 define τj+1 by

τj+1 − τj = t∗(x(τj)),

and for t ∈ [τj , τj+1) define
x(t) = exp((t − τj)L)x(τj),

and
x(τj+1) = φ(exp(t∗(x(τj))L)x(τj)).

The times τj are the times at which bursts occur. We define bj = B(x(τj−)), which is the number of neurons
which fire in the jth burst. (Recall that x(τj) is the state after a burst, while x(τj−) is the state before
the burst.) Finally, note that the solution x(t) is piecewise smooth in t; the times at which x(t) fails to be
smooth (or even continuous) are exactly the τj .

3.2 Phenomenology of mean-field

In this section, we present numerical simulations of the mean-field equations. Details of the numerical
implementation are described below in Appendix A.

We observe that the mean-field system displays exactly two types of behavior in simulations. There are
two attracting solutions which we characterize by the sequence bj: the first has bj = 1 for all j, and the
second is a large-period orbit where we have one large burst where bj = O(N) separated by many bursts
where bj = 1. We will refer to the former solution as the “fixed point”, and to the latter as the “large-period
orbit”. We will motivate this terminology below by defining a map for which each of these two solutions
corresponds to bona-fide fixed point or periodic orbit, respectively.

We plot the bj sequence for several choices of parameters in Figure 6. We observe numerically that if
p is chosen sufficiently small, then any initial condition is attracted to the fixed point solution. Moreover,
if p is chosen sufficiently large, then any initial condition is attracted to the large-period orbit. However,
there is an intermediate interval of values of p in which both states co-exist in the system. If we think of the
asynchronous state of the original stochastic system as a stochastic perturbation of the fixed point state of
the mean-field model, and the synchronous state as a perturbation of the large-period state of the mean-field
model, then what we expect to happen is that when one of these two deterministic states exist, we only see
one mode of stochastic behavior, but when both exist, we expect to see transitions between the two.

Finally, we show that the bistable behavior described above is robust in parameter space. In Figure 7
we show that, for fixed K, there is a range of p values for which both the fixed point and the large-periodic
orbit exist. A total of 1,550 simulations were done to make this figure: we fixed K = 10 and chose 5 different
values of N and 31 different values of p, and simulated the mean-field system for all possible pairs (N, p)
drawn from the chosen values. For each such pair, we did 10 simulations starting from randomly chosen
initial conditions. Each simulation was followed until 20N bursts had occurred. The first 10N bursts were
discarded as transients. Then the size of largest remaining burst, as a fraction of the number of neurons in
the network, was plotted versus q = Np/K. It is easy to see that there is a range of parameters where both
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Figure 6: Burst size as a function of burst number for various initial data. In all simulations we have chosen
N = 1000, K = 10. The top left panel corresponds to p = 5× 10−3, and the top right to p = 1× 10−2. Each
plot is only for one representative initial condition, but it is observed that all initial conditions are attracted
to the solutions depicted here. In contrast, the bottom two rows both correspond to p = 9.2 × 10−3, but
with different initial conditions, and we see here that there are two stable states for the mean-field system.

the “fixed point” and the “large-period orbit”, as defined above, exist. We prove in Section 3.3 that the
“fixed point” solution exists and is attracting for all q ∈ (0, 1). The numerics suggest that for q > qc, with
qc ≈ 0.92 and certainly less than 1, a large-period orbit exists, and, moreover, that although the fixed point
exists for all q < 1, its basin of attraction shrinks as q approaches 1 from below, so that the system tends
not to hit the fixed point when q is close to 1 and when the system is started with random initial conditions.
Moreover, it is clear from Figure 7 that there is the scaling q = Np/K which reveals universal behavior in
the sense that results for different N coincide when plotted as functions of q.

3.3 Existence and stability of the fixed point

It was observed above that the mean-field limit supports two types of solutions: the fixed point and the
large-period orbit. We also observed that for some parameter values these two solutions can coexist. For
example, if we introduce the parameter q = pN/K, then we observe that an attracting fixed point solution
exists for q ∈ (0, 1). We shall demonstrate the existence and stability of the fixed point with an asymptotic
argument and discuss the scalings observed for the large-period orbit.

We first rescale the mean-field variables by the total number of neurons in the network. Writing x = Nξ,
we can generate a similar mean-field system to that described above, except that now the boundary condition
at which a burst occurs becomes ξK = N−1. We will write ǫ = N−1, and define the two new domains

D̃1(ǫ) =
{
ξ ∈ SK+1

≥ : ξK < ǫ
}

,

D̃2(ǫ) =
{
ξ ∈ SK+1

≥ : ξK ≥ ǫ
}

,

Where we define
SK+1
≥ =

{
ξ ∈ R

K+1
≥ : ‖ξ‖ℓ1 = 1

}
.
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Figure 7: A graph of the size of the largest burst in the latter half of the simulation (as a proportion of
the network size) as a function of the rescaled probability q = Np/K. Note the interval of the q axis on
which the observed burst size is double-valued. For parameters such that q lies in this interval, the system
is bistable, i.e., it has two stable dynamical states. Note that the results for different N coincide when burst
size is plotted as a function of the scaled probability q = Np/K.

We can similarly define t̃∗ : D̃1(ǫ) → R≥ by

t̃∗(ξ) = inf
t>0

{t : (etLξ)K = ǫ} = inf
t>0

{t : etLξ ∈ D̃2(ǫ)},

and for x ∈ D̃2(ǫ), define

F̃p(ξ) = (I + pL)ξ − ǫe(K),

B̃(ξ) = min
b≥1

{
b : (F̃ b

p (ξ))
K

< ǫ
}

,

φ̃(ξ) = F̃B(ξ)
p (ξ) + ǫB(ξ)e(0).

We then extend the solution ξ(t) in a manner analogous to that done at the end of Section 3.1: Given

ξ(0) ∈ D̃1(ǫ), define τ1 = t̃∗(ξ(0)), for t ∈ [0, τ1) define

ξ(t) = etLξ(0),

and define
ξ(τ1) = φ(exp(t̃∗(ξ(0))L)x(0)).

Similarly, for each j ≥ 1, define τj+1 by

τj+1 − τj = t̃∗(ξ(τj)),

for t ∈ [τj , τj+1) define
ξ(t) = exp((t − τj)L)ξ(τj),

and finally define
ξ(τj+1) = φ(exp(t̃∗(ξ(τj))L)ξ(τj).

We now analyze the existence and stability of the fixed point for ǫ ≪ 1. More specifically, we shall prove
the following
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Proposition 1. Choose q ∈ (0, 1), K > 1, and N sufficiently large. Consider the mean-field system with

p = Kq/N . Then there exists a unique v ∈ D̃1(ǫ) such that if we define ξ(0) = v in the scheme detailed
above, then ξ(τj) = v for all j, and moreover, this v is asymptotically stable to perturbation.

Existence and uniqueness. We shall find v ∈ D̃1(ǫ), w ∈ D̃2(ǫ) such that B(w) = 1, Fp(w) = v, and
et∗(v)Lv = w and show that this choice is unique for fixed K, q, ǫ.

The condition B(w) = 1 means that Fp(w) = (1 + pL)w − ǫe(K) ∈ D̃1(ǫ), or equivalently

KǫqwK−1 < ǫ, wK−1 <
1

Kq
. (5)

We must also have φ(eLt∗v) = v, or

(I + ǫKqL)(eLt∗v) + ǫ(e(0) − e(K)) = v + O(ǫ2). (6)

Notice that t∗ = O(ǫ) and write t∗ = ǫτ , or eLt∗ = I + ǫτL + O(ǫ2). Then (6) becomes

(I + ǫKqL)(I + ǫτL)v + ǫ(e(0) − e(K)) = v + O(ǫ2). (7)

The O(1) terms cancel, and solving at O(ǫ) gives

(Kq + τ)Lv = e(K) − e(0) + O(ǫ).

Since Kq + τ > 0, we can write

Lv =
e(K) − e(0)

Kq + τ
+ O(ǫ). (8)

We note by inspection that
L(1, 1, . . . , 1, 0) = e(K) − e(0),

and that L has a one-dimensional null space which is spanned by e(K). From this and (8) we have

v =
1

Kq + τ
(1, 1, . . . , 1, 0) + α(0, . . . , 0, 1) + O(ǫ)

for some α. Since ‖v‖ℓ1 = 1 and α = O(ǫ) (recall that v ∈ D̃1(ǫ) which implies that vK < ǫ), we then obtain

1

Kq + τ
=

1

K
+ O(ǫ)

or
τ = K(1 − q) + O(ǫ). (9)

Thus the fixed point exists only if q < 1. To leading order, the components of v are

v = (1/K + O(ǫ), 1/K + O(ǫ), . . . , 1/K + O(ǫ), ǫβ(K, q, ǫ) + O(ǫ2))

for some β. Recall that
(I + ǫKqL)w + ǫ(e(0) − e(K)) = v (10)

by definition. Considering only the Kth component of (10) gives

wK + ǫqK(Lw)K − ǫ = ǫβ + O(ǫ2).

By definition, wK = ǫ and (Lw)K = wK−1 = 1
K

+ O(ǫ), and therefore β = q + O(ǫ). Thus we have the
existence and uniqueness of the fixed point for all q ∈ (0, 1), and its components, to leading order, are

v = (1/K + O(ǫ), 1/K + O(ǫ), . . . , 1/K + O(ǫ), ǫq + O(ǫ2)). (11)

13



Not surprisingly, the fixed point corresponds to an equipartition of the neurons in the non-burst states.
Stability. We now consider the effect of adding a (zero-sum!) perturbation to v, where v is given in (11),

and following its evolution under the dynamics. Even though everything in the scheme is affine, perturbing
v changes the time spent in the interburst state and thus the effect of this perturbation is nonlinear. We
define G : D̃1(ǫ) → D̃1(ǫ) by

G(ξ) := (I + ǫKqL)(exp(t∗(ξ)L)ξ) + e(0) − e(K). (12)

By definition, G(v) = v. We must compute the eigenvalues of the derivative of G at v; this is a square
matrix of order K + 1 which we will denote as DGv. The eigenvalues of this matrix determine the stability
properties of v with respect to perturbations.

To find DGv, we compute the asymptotic development of G(v + δu), where u ∈ R
K+1, ‖u‖ℓ1 = 0, and

we have chosen δ small enough that v + δu ∈ D̃1(ǫ). We first compute t∗(v + δu), and thus expand

t∗(v + δu) = ǫ(τ0 + δτ1) + O(δ2, ǫ2),

and then computing up to O(δ), we have

G(v + δu) − G(v) = δ(u + ǫ((τ0 + qK)Lu + τ1Lv)) + O(δ2).

To compute τ1, we proceed as follows. (In all of the calculations below, we only retain the leading-order
term in each component for simplicity of notation.) First write

u = (u0, u1, . . . , uK−1, uK)

and since we know the Kth component should scale with ǫ, we write uK = ǫhK . To ensure that v+δu ∈ D̃1(ǫ)
we should have δhK ∈ (−q, 1 − q). Then

v + δu = (K−1 + δu0, . . . , K
−1 + δuK−1, ǫ(q + δhK)).

Considering the Kth component of the condition

(I + ǫ(τ0 + δτ1)L)(v + δu) ∈ D̃2(ǫ)

gives the scalar equation
q + δhk + (τ0 + δτ1)(K

−1 + δuK−1) = 1. (13)

(Recall that (Lx)K = xK−1 for any x.) We have τ0 = K(1− q)+O(ǫ) from (9), so (13) is, at first order in δ,

hk + K(1 − q)uK−1 + τ1K
−1 = 0. (14)

Solving for τ1 gives
τ1 = K2(q − 1)uK−1 − KhK . (15)

From (11),
Lv =

(
−K−1, 0, . . . , 0, K−1

)
.

Combining all of the above gives

G(v + δu) − G(v)

=δ((I + ǫKL)u)+

δ(K(1 − q)uK−1 + hk, 0, . . . , 0, K(q − 1)uK−1 − hk)) + O(δ2),

so we can represent
DGv = I + ǫQ,
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where

Q =




−K 0 0 . . . 0 K(1 − q) 1
K −K 0 . . . 0 0 0
...

. . .

0 0 0 . . . K −K 0
0 0 0 . . . 0 Kq −1




.

Aside from the last two entries in the top and bottom rows, the matrix Q is the same as the matrix KL.
We remind the reader that in this matrix representation the matrix acts on the vector (u0, . . . , uK−1, hk)
instead of u.

To show stability, it suffices to show that the eigenvalues of Q are either zero, or have negative real parts.
The reason for this is that λ is an eigenvalue of Q iff 1 + ǫλ is an eigenvalue of I + ǫQ, and if the real part
of λ is negative, then 1 + ǫλ lies within the unit circle for ǫ sufficiently small.

To verify this for Q, we apply the Gershgorin circle theorem [28, p. 161]. The version of this which will
be sufficient for our purposes is the following:

Theorem 1 (Gershgorin) Let Q be a matrix with entries qij , let

Cj =

K∑

i=0
i6=j

|qij | ,

and define Dj as the closed disc with radius Cj and center qjj . Then all eigenvalues lie within ∪jDj.

First choose j ∈ {0, . . . , K − 2}. In this case we have qjj = −K and Cj = K, since there is only one
off-diagonal entry in the jth column. For j = K−1, again we have qjj = −K and the sum of the off-diagonal
terms is K. Finally, for j = K, we have qKK = −1 and CK = 1. Thus the Gershgorin discs are K − 1 copies
of discs centered at −K with radius K, and one disc centered at −1 with radius 1. The union of these discs
is a disc of radius K centered at −K. This lies wholly to the left of the imaginary axis, except the point at
zero.

Moreover, we can see that Q has a zero eigenvalue and that it is simple. The rank of Q is at least K, since
the first K columns are linearly independent vectors. However, we can check by inspection that the vector
(1, 1, . . . , 1, 1, Kq) lies in the null space of Q, so that the null space has dimension one and thus the rank of
Q is exactly K. From this, we see that for ǫ sufficiently small, DGv has a simple eigenvalue at one, and K
eigenvalues which lie strictly inside the unit circle, so that the fixed point v is a linearly stable solution of
the dynamics obtained by iterating the map G.

However, more is true: we can actually show the fixed point is asymptotically stable. Recall the condition
that

∑K

k=0 uk = 0 (it is a zero-sum perturbation). Applying I + ǫQ preserves this sum, i.e.

K∑

k=0

((I + ǫQ)u)k =
K∑

k=0

uk + ǫ
K∑

k=0

(Qu)k = 0,

because the columns of Q all add to zero, and thus the range of Q is exactly those vectors whose components
add to zero. Applying induction, for n ≥ 1,

K∑

k=0

((I + ǫQ)nu)k = 0. (16)

On the other hand, if we write
Qvk = λkvk,

where we order the eigenvalues by their real parts, i.e.

Re (λ0) ≤ Re (λ1) ≤ . . . Re (λK) = 0,
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then we have λK = 0 and Re (λk) < 0 for k = 0, . . . , K − 1. Decomposing

u =

K−1∑

k=0

αkvk,

we have
lim

n→∞
((I + ǫQ)nu) = αKvK . (17)

Combining (17) with (16) and the observation that vK = (1, 1, . . . , 1, Kq) has all positive components implies
that αK = 0. In summary, we have shown that if the components of u sum to zero, then it can be written
as a linear combination of the eigenvectors of Q whose eigenvalues have negative real parts, and thus

lim
n→∞

((I + ǫQ)nu) = 0.

This implies that v is asymptotically stable.

4 Conclusions

The analysis and numerics presented here show that the stochastic system defined above displays a rich
diversity of dynamical behaviors. We see that by choosing parameters appropriately, one can make the
network either synchronize or desynchronize. However, for some choices of parameters, the network displays
both types of behavior by spontaneously switching between the two. We understand this behavior by noting
that the network acts as though it makes transitions between dynamically stable states of an underlying
deterministic system.

The bistability observed is a “finite-size effect”, as we explain below. What we mean by “finite-size effect”
here is that when the size of the network is large, we expect its dynamics to be close to those of a deterministic
system with multiple stable states. However, the fact that the system is finite adds stochasticity into the
dynamics, making the stable states metastable and allowing for transitions between the two. Finite-size
effects have been studied for neural networks (see [29–33] amongst others) in different contexts from the one
presented here.

To put this idea more fully in context, note that the dynamics of the network can in fact be exactly
described by a Markov chain. To see this, define, for k = 0, . . . , K − 1, nk(t) as the number of neurons
in state k at time t. Given the vector n(t) whose components are the nk(t), where t is not the time of a
burst, there is clearly a well-defined probability per unit time for transition to any other state n(t′) for t′

slightly greater than t. This probability per unit time is very difficult to compute, however, especially when
we allow (as we must) for the possibility that a burst may occur between t and t′. The principal difficulty
is in evaluating the probabilities of the various post-burst states as functions of the state immediately prior
to a burst.

Now consider the scaling where we let N → ∞ with K fixed and p = qK/N , where q is some given
constant. In this limit, consider the stochastic evolution of ηk(t) := nk(t)/N . We expect the stochastic
evolution of ηk(t) to converge to a deterministic mean-field evolution for ξk := 〈ηk(t)〉 (and these mean-field
dynamics should be like the system described in Section 3) as N → ∞. Thus when N is finite but large,
we can think of the stochastic model as a small stochastic perturbation of the underlying deterministic
system (small in the sense that the variance of the perturbation is O(N−1)) — this is exactly the “finite-
size effect”. There is a small probability that the system does something qualitatively different from the
underlying deterministic system in any finite time. This is a problem which has been much studied and
which falls under the rubric of Wentzell-Freidlin theory [34, 35]. These ideas have been well-developed for
Markov chains [35], and in particular one can show that: for any two sets in configuration space, there is
a most-likely path which connects these two sets; if the stochastic system makes a transition between these
two sets, it likely does so near this path; and one can, at least for N sufficiently large, compute the statistics
of the times at which the transitions occur. We have not pursued all of these questions in the current paper,
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but we do note the following predictions from [35]: in the limit N → ∞, the mean time for which we expect
stochastic transitions to occur scales like exp(NI), where I > 0 is a number associated with the most likely
path, and, moreover, once the mean is determined, the transition times are distributed exponentially with
that mean. This is precisely what is observed in Figures 3 and 4.

We also point out that the transition from purely asynchronous behavior through bistable behavior to
purely synchronous behavior as the scaled promotion probability q increases is very much like that seen in
a deterministic system with a sub-critical Hopf bifurcation (cf. Figure 7). There seems to be a region of
parameter space for which both stable behaviors exist, i.e. there is a hysteresis region in the dynamics, and
moreover, the size of the biggest burst during a large-period orbit is a significant fraction of the system size
when it appears. Stated in different language, the size of the largest burst undergoes a first-order phase
transition at a critical parameter qc. The fact that qc < 1 is precisely what gives rise to bistability: for q < 1,
the map G defined in (12) has an attracting fixed point, so that for q ∈ (qc, 1) the mean field has at least
two stable modes of behavior.

These ideas lead to the following natural questions which the authors are currently pursuing:

1. Can the large deviation picture described above be made more precise? In particular, can we describe
the paths between the two regions of phase space which correspond to synchronous dynamics and
asynchronous dynamics?

2. Can we predict the value of the critical parameter qc? For which K is it less than one? (The numerics
in Figure 7 suggest that qc is noticeably less than one for K = 10.)

3. What is the effect of choosing non-identical oscillators? One way to address this would be to allow
the spontaneous interburst promotion rate to be different in the different oscillators. In that case,
instead of the single spontaneous promotion rate ρ during the interburst interval, we would have N
separate spontaneous promotion rates ρi, i = 1, . . . , N , where i is the oscillator number. This would
give each oscillator a natural frequency ρi/K in the absence of interaction with any other oscillator.
The ρi could, for example, be chosen at random from some specified distribution before starting the
simulation. This setup would allow us to study the influence of oscillator heterogeneity on the tendency
of the network to synchronize.

4. What is the effect of spatial organization? In the present paper, oscillator coupling is all-to-all. One
could replace this by many other choices of coupling networks. Examples include various kinds of regu-
lar lattices or random graphs. With spatial organization, a richer repertoire of behavior seems possible
than mere synchrony or asynchrony. One can imagine islands of synchrony in a sea of asynchrony, or
even the propagation of waves of synchrony/asynchrony across the network. Also of interest would be
to combine spatial organization with temporal organization such as that described above. One could
consider, for example, a one-dimensional array of stochastic neural oscillators of the type discussed in
the present paper, with the natural frequency of each oscillator being a linear function of its position
in the array. This type of organization involving a spatial gradient of natural frequency of coupled
nonlinear oscillators occurs both in the heart and in the intestine. In the latter case, it leads to a
step-like frequency distribution once the oscillators are coupled together [36]. It would be interesting
to see whether this kind of behavior emerges in the case of stochastic oscillators as well.

5. Finally, one can use a slight generalization of the model considered here to compare the effects of
two different kinds of stochasticity: randomness in the construction of the network, and randomness
in the transmission mechanism at synapses. In the present model, the firing of any one neuron has
a probability p of causing the promotion of any other given neuron by one level. Suppose that we
resolve p into a product p = p1p2, where p1 is the probability that any given neuron makes a synapse
onto any other particular neuron, and where p2 is the probability of vesicle release upon arrival of an
action potential at a synapse. The qualitative difference between these two kinds of randomness is
that p1 describes the degree to which the topology of the network is “quenched”, namely, fixed during
initialization of the model. In contrast to this, the decision whether to release a vesicle or not is made
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independently each time an action potential arrives at a synapse; this randomness is represented by
p2. In the present paper, we chose p1 = 1 and p2 = p. It would be of great interest to study the effect
of varying p1 and p2 while holding p constant.

We conclude with a few comments on how the current work relates to earlier theoretical and experimental
results.

First, we note that switching-type dynamics have been observed in networks in several contexts, most
notably the “cluster states” observed in [9]. This work involved a model of Kuramoto type which was all-
to-all phase-coupled, and the coupling was chosen to facilitate both phase-locking and anti-phase-locking. It
was shown there that in addition to a globally synchronous and a globally asynchronous state, there were
cluster states where individual subpopulations of the network were entrained, but different subpopulations
were not. Most notably in the current context, the addition of noise caused the system to switch amongst
such cluster states. While this type of switching dynamics is reminiscent of that observed in the current
model, we believe that the current model does not support cluster states in the sense of [9]. In the current
model, there is no mechanism which encourages entrainment between any two oscillators in this network.
The synchrony here is caused by a global, not local, coupling: the synchrony occurs because many neurons
are swept up in the large bursts and then reset to the same values, but aside from this, there is nothing to
encourage any given pair of neurons to stay phase-locked.

Second, there have been a series of experiments [37,38] demonstrating “neuronal avalanches” in networks
of living neurons. There it was observed that it is common in a network of globally-coupled neurons to have
large events involving many neurons firing; these are analogous to the “bursts” seen in our model. In fact,
comparing Figure 3 of [37] and Figure 5 above, one notes that the histograms of burst size are qualitatively
similar. It is perhaps surprising that the idealized model presented here (recall the discussion of Section 2.1)
still reproduces something statistically close to the experimental data; it will of course be interesting to study
how incorporating these features into future models affects this statistical picture.
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A Details of numerical implementations

Residence times for synchrony and asynchrony. To determine the residence times of the synchronous
and asynchronous states, we added the additional state variable which could take on the values “A” or “S”,
and switched it at certain times described by the rules below. Once the times describing switches between
two states are determined, one can of course reconstruct the residence times in each state.

To perform this switching algorithm, first choose integers B and G. Consider the sequence of burst sizes
as a list of integers; any burst which is larger than B we call “large”. Start the system in state A. If we
ever are in state A and observe two large bursts with a spacing of less than G, we switch the state variable
to S. More specifically, we determine that the system switched from state A to state S at the time of the
first of the two large bursts. If we are ever in state S, and observe that two bursts take place with a gap
of larger than G between them, we switch the system to state A. Again, we decide that the time of the
switch occurred at the first of these two large bursts. This continues throughout the simulation, and these
switching times can be computed real-time. Finally, if the simulation ends according to these rules in state
S, but the last large burst was more than G bursts ago, we say that the last large burst corresponds to a
switching to state A, and that the system stayed in state A from that burst until the end of the simulation.

This algorithm has several advantages. The first has been mentioned before: during any run, one needs
only keep track of the state of the system and the time of the last large burst. There is no need for post-
processing or for storage of the entire data set. The second advantage is that a single large burst during the
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asynchronous state will not be seen by this method. It takes two large bursts in relatively close proximity,
i.e. some degree of coherence, to effect a change into the synchronous state.

Of course, this algorithm depends on the choice of B and G; an unwise choice here will give a very
misleading answer. Clearly, we need to choose G larger than the period of the system in the synchronous
model; otherwise synchrony will not be detected. However, if we choose it too large, a short asynchronous
state will not be detected. In the simulations done in Section 2.2, we chose B = 0.5N, G = 0.3N . To check,
we ran this algorithm with different choices of B and G for several parameter values and observed that the
statistics were unaffected.

Numerical method for mean-field. The main difficulty in simulating the mean-field system described
in Section 3 is that there is a boundary value problem in the interburst mode. More specifically, we need
to solve for t∗(x) during the integration of the interburst mode. We used the method of bisection to find
t∗(x): since the ODE is linear, we can integrate the flow, i.e. compute exp(tL)x, exactly for any t. We then
make two guesses for t∗(x) which we call tL, tR, with tL < t∗(x) < tR. We then solve the following recursive
problem: choose tM = (tL + tR)/2 and check if tM > t∗(x) (i.e. exp(tML)x 6∈ D1(N)) or tM < t∗(x)
(i.e. exp(tML)x ∈ D1(N)). If t∗ < tM , we set tR to TM , and if t∗ > tM , we set tL to tM . We then continue
recursively until tR − tL is less than some pre-specified tolerance. In the simulations used above, we always
chose this tolerance to be 10−4. Because of the linearity of the flow, every other step in the algorithm can
be computed up to numerical tolerance.

B Algorithmic description

Algorithm 1 Simulating the neural network

1: t = 0
2: for n = 1, . . . , N do
3: Choose Vn ∈ {0, . . . , K − 1}
4: end for
5: while t < tmax do
6: Choose n uniformly in {1, . . . , N}
7: Vn 7→ Vn + 1
8: if Vn == K then
9: Sfiring = {n}, Sfired = ∅

10: while Sfiring 6= ∅ do
11: Choose m arbitrarily in Sfiring

12: for n′ ∈ ({1, . . . , N} \ (Sfired ∪ Sfiring)) do
13: Vn′ 7→ Vn′ + 1 with probability p
14: if Vn′ = K then
15: Sfiring 7→ Sfiring ∪ {n′}
16: end if
17: end for
18: Sfiring 7→ Sfiring \ {m}, Sfired 7→ Sfired ∪ {m}
19: end while
20: end if
21: for n ∈ Sfired do
22: Vn = 0
23: end for
24: Sfired 7→ ∅
25: t 7→ t + τ , where τ is exponentially distributed with mean (Nρ)−1.
26: end while
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