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1 Connecting one restricted primal to the next

Consider the example

(P)


minimize

x∈R3
6x1 + x2 + 3x3

subject to 2x1 − x3 = 1

x1 − x2 + x3 = 1

x1, x2, x3 ≥ 0

(D)


maximize

u∈R2
u1 + u2

subject to 2u1 + u2 ≤ 6

−u2 ≤ 1

−u1 + u2 ≤ 3

Here, c ≥ 0 and u = (0, 0) is dual feasible. None of the dual constraints are tight, which isn’t
unusual for the first step. We don’t even need to set up the first restricted primal (call it (RP1)):
we’ll get v = (1, 1) as a solution to its dual (DRP1).

Augmenting by this v, we get u + tv = (t, t). We want 3t ≤ 6 from the first constraint, −t ≤ 1
from the second, and 0 ≤ 3 from the third, so t = 2 is the largest valid choice. So we replace u by
u + 2v = (2, 2).

At this point, the restricted primal actually does something interesting. Since the first dual con-
straint is tight, we’ll see x1 appear in the restricted primal: it is

(RP2)


minimize

x∈R3
y1 + y2

subject to 2x1 + y1 = 1

x1 + y2 = 1

x1, y1, y2 ≥ 0

The simplex method takes one step to optimize this objective function:

x1 y1 y2
y1 2 1 0 1
y2 1 0 1 1

−w −3 0 0 −2

 

x1 y1 y2
x1 1 1/2 0 1/2
y2 0 −1/2 1 1/2

−w 0 3/2 0 −1/2

The reduced costs of (y1, y2) are (32 , 0), giving us a dual solution v = (−1
2 , 1) to (DRP2).

Augmenting by this v, we get u + tv = (2 − 1
2 t, 2 + t). The first dual constraint should be

automatically satisfied. The second dual constraint says that −(2 + t) ≤ 1 or t ≥ −3, and the third
dual constraint says −(2 − 1

2 t) + (2 + t) ≤ 3, or t ≤ 2. So we replace u by u + 2v = (1, 4).

1This document comes from the Math 482 course webpage: https://faculty.math.illinois.edu/~mlavrov/

courses/482-fall-2019.html
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At (1, 4), both the first and third dual constraints are tight, so the next restricted primal (RP3)
should include both x1 and x3. More precisely, it is

(RP3)


minimize

x∈R3
y1 + y2

subject to 2x1 − x3 + y1 = 1

x1 + x3 + y2 = 1

x1, x3, y1, y2 ≥ 0

The initial tableau looks very similar as for (RP2), and if you think about it, the first pivot step
will be nearly the same as well:

x1 x3 y1 y2
y1 2 −1 1 0 1
y2 1 1 0 1 1

−w −3 0 0 0 −2

 

x1 x3 y1 y2
x1 1 −1/2 1/2 0 1/2
y2 0 3/2 −1/2 1 1/2

−w 0 −3/2 3/2 0 −1/2

This is a kind of duplication of effort: why do we do this pivot step for (RP3), when we’ve already
done it for (RP2)?

Well, maybe the answer is “because we needed to compute the x3 column, which we didn’t know
before.” Also, you might say “because we couldn’t be sure that the starting pivot step would be
the same.”

To answer the second of these objections:

Lemma 1.1. Between steps of the primal-dual simplex method, the optimal solution for one iter-
ation of (RP)is still feasible for the next.

Proof. What changes from one instance of (RP) to the next?

Some new variables might appear: as we saw above, (RP1) contained none of x1, x2, x3, then
(RP2) contained x1, then (RP3) contained x1 and x3. However, this isn’t going to mess with
feasibility. If we introduce a new variable into every equation, but it’s nonbasic, then it will just
be 0 in every equation, so all the equations will still hold.

It’s also possible that a variable in one instance of (RP) will disappear in the next. However, this
will only happen to a nonbasic variable xi, as we will now prove.

If xi is basic in (RP), then by complementary slackness, the corresponding dual constraint vTAi ≤ 0
in (DRP) is tight: we have vTAi = 0. Because xi appeared in (RP), we know that the ith constraint
of (D), uTAi ≤ ci, is also tight: we have vTAi = ci.

But now, consider what happens to that constraint at u + tv (for any t). We have

(u + tv)TAi = uTAi + t(vTAi) = ci + t · 0 = ci.

So the ith constraint is still tight, and therefore xi remains a variable in the next instance of (RP).

As a result, only nonbasic variables can disappear from (RP). This can’t invalidate a solution:
they were already equal to 0, so if they disappear, that’s not going to change the final answer.
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2 Frozen variables

To make use of this observation, here is a method we can use to avoid duplicating work.

Instead of including only variables xi corresponding to a tight dual constraint, we will always
include xi in the tableau: however, if it doesn’t belong, we will treat that variable, and its column
of the tableau, as “frozen”. Frozen variables can never be pivot variables, and we ignore them when
it comes to assessing optimality of the tableau.

For example, in the first step of the example above, when u was (0, 0) and we were dealing with
(RP1), there were no xi variables present at all. So we would write down the tableau

[x1] [x2] [x3] y1 y2
y1 [2] [0] [−1] 1 0 1
y2 [1] [−1] [1] 0 1 1

−w [−3] [1] [0] 0 0 −2

This tableau is optimal: there are no unfrozen variables with negative reduced costs. So we find
the dual solution v = (1, 1), and augment u = (0, 0) to u + 2v = (2, 2).

At this point, the first constraint of (D) becomes tight, so we unfreeze x1. Our new tableau in
(RP) is

x1 [x2] [x3] y1 y2
y1 2 [0] [−1] 1 0 1
y2 1 [−1] [1] 0 1 1

−w −3 [1] [0] 0 0 −2

and we can pivot on x1 to get the tableau

x1 [x2] [x3] y1 y2
x1 1 [0] [−1/2] 1/2 0 1/2
y2 0 [−1] [3/2] −1/2 1 1/2

−w 0 [1] [−3/2] 3/2 0 −1/2

Again, this tableau is optimal: there are no unfrozen variables with negative reduced costs. So we
find the dual solution v = (−1

2 , 1), and augment u = (2, 2) to u + 2v = (1, 4).

At this point, the first constraint of (D) is still tight (not surprising: x1 is basic) so we keep x1
unfrozen; however, the third constraint of (D) is also tight, so we unfreeze x3. Our new tableau in
(RP) is

x1 [x2] x3 y1 y2
x1 1 [0] −1/2 1/2 0 1/2
y2 0 [−1] 3/2 −1/2 1 1/2

−w 0 [1] −3/2 3/2 0 −1/2

Note that because we performed calculations even on frozen entries, the x3 column is ready to go
once it becomes unfrozen. We can pivot on x3 to get the new tableau

x1 [x2] x3 y1 y2
x1 1 [−1/3] 0 1/3 1/3 2/3
x3 0 [−2/3] 1 −1/3 2/3 1/3

−w 0 [0] 0 1 1 0
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Achieving an objective value of 0 in (RP) tells us that the current dual solution u = (1, 4) is optimal
for (D); by complementary slackness, the solution x we got from (RP) (namely, x = (23 , 0,

1
3)) is

optimal for (P).

3 The revised simplex method

A final observation is that with lots of frozen variables floating around, we may be doing lots of
unnecessary calculations. We’re updating the frozen columns in case we ever need those variables;
but what if we never do?

As a result, the revised simplex method is a great tool to use in combination with the primal-dual
simplex method. Recall that with this method, we only compute columns of the tableau when we
decide to pivot on them. So we can avoid doing lots of work with the revised simplex method, just
by avoiding any calculation of frozen columns.

This works just like the revised simplex method usually does, only more so. When a column is
frozen, we don’t need to know anything about it to know that we will not pivot on it. So we will
never compute even the reduced costs of frozen columns.
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