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1 The story so far

Here is a summary of the primal-dual algorithm as we know it so far.

1. We begin with a primal program in the correct form:

(P)


minimize

x∈Rn
cTx

subject to Ax = b

x ≥ 0

where the vector b is nonnegative.

2. Somehow (we’ll see how later), we obtain an initial solution u to the dual problem

(D)


maximize

u∈Rm
uTb

subject to uTA ≤ cT

u unrestricted

3. We find the positions J where the dual constraints are tight. (E.g., if the first and third
dual constraints are tight, we set J = {1, 3}). Let AJ be the submatrix of A taking only the
columns in J , and let xJ be the vector of primal variables indexed by J .

4. We solve the restricted primal

(RP)


minimize

x∈R|J|,y∈Rm
y1 + y2 + · · ·+ ym

subject to AJxJ + Iy = b

xJ ,y ≥ 0

5. If (RP) has objective value 0, then y = 0 and AJxJ = b at the optimal solution to (RP).
This means that, after setting xi = 0 for all i /∈ J , we have a vector x ∈ Rn that’s feasible
for (P), and which satisfies complementary slackness with u. We conclude that both x and
u are optimal.

6. If (RP) has a positive objective value, then we find the optimal solution v to the dual of
(RP), which is the linear program

(DRP)


maximize

v∈Rm
vTb

subject to vTAJ ≤ cTJ

v ≤ 1
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7. We augment u, replacing u by u + tv for the largest possible t > 0 for which u + tv will be
feasible. (For this we only need to check the constraints not indexed by J .) We go back to
step 3 with u + tv as our new dual solution.

Over this lecture and the next, we’ll end up refining some of these steps, but that’s going to be our
approach.

2 The augmenting step, geometrically

So far we’ve motivated (RP) and (DRP) by thinking about complementary slackness, motivating
step 5 in the algorithm above. But (DRP) has a natural interpretation on its own as well.

Consider the example

(P)


minimize

x∈R4
2x1 + 5x2 + 2x3 + 14x4

subject to x1 + 2x2 − 2x3 − x4 = 1

−x1 − x2 − x3 + 6x4 = 0

x1, x2, x3, x4 ≥ 0

(D)



maximize
u∈R2

u1

subject to u1 − u2 ≤ 2

2u1 − u2 ≤ 5

−2u1 − u2 ≤ 2

−u1 + 6u2 ≤ 14

The feasible region of (D) is plotted in the first diagram below:
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Our goal with (DRP) is to have the steps of the primal-dual algorithm follow the red path in
the second diagram above. Starting at an initial feasible solution such as (0, 0), we first go in
the direction that maximizes the objective function as much as possible, increasing every single
variable that helps with that goal. This will get us to (2, 0). At that point, we can’t keep going in
the same direction any longer, but we can pick a different direction that still improves the objective
function without leaving the feasible region. This gets us to (3, 1) in the next step. A final change
of direction brings us to (4, 3), where we stop.

Let’s consider the step where u = (3, 1) and think about how we might pick a direction v in which
to go. At (3, 1), the first two constraints, u1 − u2 ≤ 2 and 2u1 − u2 ≤ 5, are tight. If we want to
make sure that there is any t > 0 whatsoever for which

(u1 + tv1)− (u2 + tv2) ≤ 2
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then we need

(u1 − u2) + t(v1 − v2) ≤ 2 =⇒ 2 + t(v1 − v2) ≤ 2 =⇒ v1 − v2 ≤ 0

so we should add the v1 − v2 ≤ 0 constraint on v. Similarly, to make sure that the 2u1 − u2 ≤ 5
constraint doesn’t immediately get violated, we must require 2v1 − v2 ≤ 0.

We also want to make sure that u + tv is not only a feasible solution to (D), but a better feasible
solution to (D). So the objective value (u + tv)Tb must be as high as possible compared to uTb.
Since

(u + tv)Tb = uTb + (vTb)t,

we should try to make vTb as large as possible: our objective should be to maximize v1, same as
in (D).

But if that’s all we ask, then we’ll have a problem: the resulting program is unbounded, because
once we pick a good direction v, we can take an arbitrary multiple of v and make vTb arbitarily
large. This doesn’t reflect our actual goal, because v, 2v, and 100v are different vectors that
represent the same actual direction. So to prevent this from coming up, we limit how large v can
get. A simple way to do this is to require that v1 ≤ 1 and v2 ≤ 1.

But now, the problem of picking the best direction v is just described by (DRP): it is

(DRP)



maximize
v∈R2

v1

subject to v1 − v2 ≤ 2

2v1 − v2 ≤ 5

v1 ≤ 1

v2 ≤ 1

3 Finding an initial solution to (D)

One step in the algorithm has been left incomplete so far: it is the step of picking an initial solution
u to (D).

A lot of the time, such as in the example of the previous section, taking u = 0 is a simple first step.
This is dual feasible when the vector c satisfies c ≥ 0: when all variables in (P) have a positive
coefficient in the objective function.

For an example where this doesn’t work, consider a different example:

(P)


minimize

x∈R3
2x1 − x2 + 4x3

subject to x1 + 2x2 − 3x3 = 2

x1 − x2 + x3 = 3

x1, x2, x3 ≥ 0

(D)


maximize

u∈R2
2u1 + 3u2

subject to u1 + u2 ≤ 2

2u1 − u2 ≤ −1

−3u1 + u2 ≤ 4

In full generality, we might have to use a two-phase method here.
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Occasionally, we can get away with less work: here is a trick that often saves us. Looking at (P),
pick a value M so large that x1 + · · · + xn ≤ M is guaranteed to already hold for all feasible
solutions to (P); then, add x1 + · · ·+xn ≤M as a constraint. To preserve equational form, we can
actually add x1 + · · ·+ xn + xn+1 = M as a constraint, where xn+1 is a new nonnegative variable.
In the example, we can add the constraint x1 + x2 + x3 + x4 = 100. This gives us the primal-dual
pair

(P)



minimize
x∈R4

2x1 − x2 + 4x3

subject to x1 + 2x2 − 3x3 = 2

x1 − x2 + x3 = 3

x1 + x2 + x3 + x4 = 100

x1, x2, x3, x4 ≥ 0

(D)



maximize
u∈R2

2u1 + 3u2 + 100u3

subject to u1 + u2 + u3 ≤ 2

2u1 − u2 + u3 ≤ −1

−3u1 + u2 + u3 ≤ 4

u3 ≤ 0

In the optimal solution to (D), we expect that u3 = 0, because we don’t expect the constraint
we added just now to be a relevant one (and because when u3 < 0, having 100u3 in the objective
function looks pretty bad). But in the meantime, the dual solution (u1, u2, u3) = (0, 0,−1) is dual
feasible; in general, some sufficiently large negative value for u3 can always be chosen. We can start
there, and hope that after a few steps, we’ll end up at a point with u3 = 0 (at which point, we can
forget about u3 entirely, if we want).

4 Going from (RP) to (DRP)

To find the optimal solution v to (DRP), we actually solve (RP) instead. (We’ll see why in the
next lecture.)

How do we get the optimal direction v once we’ve solved (RP)? To do this, recall the formula for
reduced costs in a tableau: it is

rT = cT − cB
TA−1B A.

Meanwhile, the optimal dual solution v is given by

vT = cB
TA−1B .

So we have rT = cT− vTA. If we just want the reduced costs of the y-variables in (RP), however,
this simplifies further:

rY
T = cY

T − vTAY = 1T − vTI

and we conclude that rY
T = 1T − vT, or v = 1 − rY . In other words, vi is equal to 1 minus the

reduced cost of yi, for each i.

So we can go directly from the optimal tableau of (RP) to the optimal solution v of (DRP).
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