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1 Motivation

The primal-dual algorithm is a method for solving linear programs inspired by the Ford–Fulkerson
procedure.

Instead of applying the simplex method directly, we start at a feasible solution and then compute
the direction which is most likely to improve that solution. This direction is analogous to finding
an augmenting path for a network flow. Then we go in that direction as far as possible.

This has its advantages and disadvantages:

• Each such “augmenting” step takes longer to do than a simple step of the simplex method.

• However, an augmenting step might skip across the feasible region in a way that would require
many pivot steps.

It will take a bit of work to get to the point where we see that this is what the primal-dual algorithm
is doing. We’ll start with something that looks completely different at first. But this augmenting
principle is the overall idea.

2 The primal-dual algorithm

2.1 Setup

We will work with problems in equational form, where the primal-dual pair is

(P)


minimize

x∈Rn
cTx

subject to Ax = b

x ≥ 0

(D)


maximize

u∈Rm
uTb

subject to uTA ≤ cT

u unrestricted

We will require b ≥ 0, for technical reasons we’ll see later. We can always put (P) into this form.
We’ll also assume that (P) is a minimization problem and (D) is a maximization problem.

The key relationship to remember between them is complementary slackness. Here, only one kind
of complementary slackness is useful: the kind between primal variables and dual constraint. It
says that

uTAi = ci or xi = 0

where Ai is the ith column of A. Moreover, if u satisfies uTA ≤ cT, x satisfies Ax = b,x ≥ 0, and
colmplementary slackness holds, then both u and x are optimal.

1This document comes from the Math 482 course webpage: https://faculty.math.illinois.edu/~mlavrov/
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We will consider the example

(P)


minimize

x∈R3
2x1 + 2x2 + x3

subject to 2x1 + x2 − 4x3 = 3

4x1 − x2 + x3 = 3

x1, x2, x3 ≥ 0

(D)


maximize

u∈R2
3u1 + 3u2

subject to 2u1 + 4u2 ≤ 2

u1 − u2 ≤ 2

−4u1 + u2 ≤ 1

2.2 The restricted primal program

Suppose I give you the feasible dual solution u = (1, 0) and you wonder if it’s optimal. What can
we say?

Checking the constraints at (1, 0), we see 2u1 + 4u2 = 2 but u1 − u2 < 2 and −4u1 + u2 < 1. So
complementary slackness demands that x2 = x3 = 0.

This would simplify the constraints in the primal program to the system
2x1 = 3

4x1 = 3

x1 ≥ 0

which, unfortunately, is not possible: we need x1 to be 3
2 and 3

4 at the same time. So u = (1, 0) is
not the optimal dual solution.

Now we’re going to do something it’s going to take a little bit of effort to motivate. We consider a
problem called the restricted primal, (RP), which has the form

(RP)



minimize
x∈R,y∈R2

y1 + y2

subject to 2x1 + y1 = 3

4x1 + y2 = 3

x1, y1, y2 ≥ 0

Here, we’ve first gotten rid of the variables x2 and x3, which are supposed to be 0, but instead
of exactly solving the remaining equations 2x1 = 3, 4x1 = 3, we’ve allowed ourselves some wiggle
room. The variables y1 and y2 let us undershoot in each of the equations.

However, by minimizing y1 + y2, we are looking for the answer that does as little undershooting as
possible. In particular, if (RP) had optimal objective value y1 + y2 = 0, then we’d get y1 = y2 = 0,
and the resulting value of x (with x2 = x3 = 0) would satisfy complementary slackness. In our
specific case, we already know that’s not going to happen, but that’s the idea.

In this case, when we solve (RP), we get

x1 y1 y2
y1 2 1 0 3
y2 4 0 1 3

−w −6 0 0 −6

 

x1 y1 y2
y1 0 1 −1/2 3/2
x1 1 0 1/4 3/4

−w 0 0 3/2 −3/2

so we could not get to y1 + y2 = 0.
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2.3 The dual of the restricted primal

The idea behind the primal-dual method is that though we could not achieve this goal, our “attempt
to solve complementary slackness” tells us how to improve the dual solution u.

To go back to the “dual solution space”, take the dual of the restricted primal:

(RP)



minimize
x∈R,y∈R2

y1 + y2

subject to 2x1 + y1 = 3

4x1 + y2 = 3

x1, y1, y2 ≥ 0

(DRP)


minimize

v∈R2
3v1 + 3v2

subject to 2v1 + 4v2 ≤ 0

v1 ≤ 1

v2 ≤ 1

There are two things to notice about (DRP):

1. The objective function 3v1 + 3v2 in (DRP) exactly matches the objective function 3u1 + 3u2
in (D).

2. The constraint 2v1 + 4v2 ≤ 0 in (DRP) looks like the constraint 2u1 + 4u2 ≤ 2 in (D); this
was the constraint that was tight at u = (1, 0).

From observation 2, we conclude that if u = (1, 0), and v is a feasible solution to (DRP), then
u + tv is still feasible for (D), when t is very small.

From observation 1, we conclude that the optimal solution to (DRP) is precisely the vector v
that, of all directions where u + tv remains feasible, improves the objective function of (D) the
most.

To take advantage of this, here is what the primal-dual method does, starting from a dual feasible
solution u:

1. Write down the restricted primal (RP), which tries to find some x that satisfies complemen-
tary slackness with u.

2. If (RP) fails at this, and has a positive objective value, find the optimal solution v of (DRP).

(If (RP) succceeds and has an objective value of 0, we’ve solved (P) and (D).)

3. Augment: find the largest t such that u + tv is still dual feasible, and replace u by u + tv.
Go back to step 1.

2.4 An example of the augmenting step

Let’s see how we can do this in our example.

We had a rule for finding the optimal dual solution from the simplex tableau: take the negatives of
the reduced costs of the slack variables. The variables y1, y2 are not slack variables, so this doesn’t
quite work in the same way. However, they are like slack variables in every way except that they
both appear in the objective function with a coefficient of 1.

If we take that coefficient of 1 into account, we get another simple rule:

The optimal value of vi is 1− (reduced cost of yi).
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In our example, the reduced costs are (0, 32), so the optimal v is (1,−1
2).

Now we augment: we have

u + tv =

[
1
0

]
+ t

[
1
−1/2

]
=

[
1 + t
−t/2

]
.

Because 2u1+4u2 ≤ 2 and 2v1+4v2 ≤ 0, we expect the first constraint to be automatically satisfied.
If we’re skeptical and try it anyway, we see that

2(u1 + tv1) + 4(u2 + tv2) = 2(1 + t) + 4(− t
2) = 2 ≤ 2

for every value of t.

The second and third constraints do matter. They require that

(u1 + tv1)− (u2 + tv2) ≤ 2 =⇒ (1 + t)− (− t
2) ≤ 2 =⇒ t ≤ 2

3

and

−4(u1 + tv1) + (u2 + tv2) ≤ 1 =⇒ −4(1 + t) + (− t
2) ≤ 1 =⇒ t > −2

3
.

So the largest t we can possibly take is 2
3 , which puts us at u+ 2

3v = (53 ,−
1
3). This is our augmented

dual solution.

To solve the problem to optimality, we’d repeat this procedure with u = (53 ,−
1
3) instead of u =

(1, 0), and again until we reached a pair (x,u) where complementary slackness holds.
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