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1 Linear programming for zero-sum games

1.1 Optimizing worst-case outcomes

Last time, we described a zero-sum game between Alice and Bob by an a × b payoff matrix M
listing Alice’s payoffs from each outcome (which are the negative of Bob’s). A mixed strategy for
Alice, corresponding to choosing between her strategies at random with some probabilities, is given
by a vector x ∈ Ra with x1 + x2 + · · ·+ xa = 1 and x ≥ 0. A mixed strategy for Bob is given by a
vector y ∈ Rb with y1 + y2 + · · ·+ yb = 1 and y ≥ 0.

We saw that if Alice and Bob play these mixed strategies against each other, the expected payoff
for Alice is given by xTMy.

Alice would like to choose the best mixed strategy x. But she can’t use the formula xTMy to
evaluate how good a strategy is directly, because she doesn’t know which y is Bob’s strategy.
Instead, one thing Alice might try is to measure a strategy x by its performance against the worst
possible counter to x. That is, Alice assumes that using the mixed strategy x will give her an
expected payoff of β(x), defined by

β(x) := min
y∈Rb
{xTMy : y1 + y2 + · · ·+ yb = 1,y ≥ 0}.

Notational aside: let’s use 1 to denote the all-ones vector (in Ra or in Rb depending on which one
makes sense). So we can write y1 + y2 + · · ·+ yb as the dot product 1Ty and write this definition
slightly more concisely as

β(x) := min
y∈Rb
{xTMy : 1Ty = 1,y ≥ 0}.

Then Alice can try to choose the strategy x optimizing β(x), solving the program:

maximize
x∈Ra

β(x)

subject to xT1 = 1

x ≥ 0

Similarly, Bob can evaluate his own options (mixed strategies y ∈ Rb) by judging them against
Alice’s theoretical best response: defining

α(y) = max
x∈Ra
{xTMy : xT1 = 1,x ≥ 0}
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and solving the program
minimize

y∈Rb
α(y)

subject to 1Ty = 1

y ≥ 0

1.2 Duality

There is one problem with both of these optimization problems: they’re not linear programs. The
objective functions have smaller optimization problems inside them. To fix this, we use strong
duality.

Let’s look at Alice’s problem first. We defined

β(x) := min
y∈Rb
{xTMy : 1Ty = 1,y ≥ 0}

which is a linear program. We can take the dual of this linear program, rewriting it as

β(x) = max
u∈R
{u : u1T ≤ xTM}.

Now Alice’s linear program for picking x becomes

maximize
x∈Ra

max
u∈R
{u : u1T ≤ xTM}

subject to xT1 = 1

x ≥ 0

and this, we can simplify into a linear program: just maximize over x and u simultaneously. The
result is

maximize
x∈Ra,u∈R

u

subject to u1T − xTM ≤ 0T

xT1 = 1

x ≥ 0

Let’s do this again, this time for Bob. We begin by rewriting α(y) as

α(y) = max
x∈Ra
{xTMy : xT1 = 1,x ≥ 0} = min

v∈R
{v : 1v ≥My}.

Substituting this into Bob’s optimization problem and then optimizing over y and v simultaneously,
we write down a linear program for Bob:

minimize
y∈Rb,v∈R

v

subject to 1v −My ≥ 0

1Ty = 1

y ≥ 0

2



1.3 More duality

There’s one more observation we can make. Alice and Bob’s linear program are duals!

maximize
x∈Ra,u∈R

u

subject to u1T − xTM ≤ 0T (y)

xT1 = 1 (v)

x ≥ 0

u unrestricted

minimize
y∈Rb,v∈R

v

subject to 1v −My ≥ 0 (x)

1Ty = 1 (u)

y ≥ 0

v unrestricted

This doesn’t tell us anything about how to solve these linear programs that we didn’t already
know.

However, strong duality tells us that the two linear programs have the same objective value z∗.
This means that Alice has a mixed strategy x∗ that guarantees her a payoff of z∗, and Bob has
a mixed strategy y∗ requiring him to pay at most z∗ to Alice (equivalently, guaranteeing him a
payoff of −z∗).

This guarantees that we didn’t mess up, and found the optimal strategies for Alice and Bob. Alice
can’t have any other strategy that guarantees her a payoff of more than z∗, because it would be
thwarted by Bob’s mixed strategy y∗. So Alice’s mixed strategy x∗ is the best. Similarly, Bob
can’t have any other strategy that guarantees him a payoff of more than −z∗, because it would be
thwarted by Alice’s mixed strategy x∗. So Bob’s mixed strategy y∗ is the best.

2 Example

We return to the even-odd game, with payoff matrix

Bob: 1 Bob: 2

Alice: 1 −2 3
Alice: 2 3 −4

Alice’s linear program, in this case, is

maximize
x1,x2,u∈R

u

subject to u ≤ −2x1 + 3x2

u ≤ 3x1 − 4x2

x1 + x2 = 1

x1, x2 ≥ 0

u unrestricted

This is kind of obnoxious to solve (we’d end up with 6 variables and 3 equations) but the optimal
solution is (x1, x2, u) = ( 7

12 ,
5
12 ,

1
12). In other words, by holding up 1 finger 7

12 of the time, and
2 fingers 5

12 of the time, Alice guarantees herself an average profit of 1
12 , no matter what Bob

does.

3



2.1 A simplified linear program (optional)

Suppose that we know Alice’s optimal payoff is positive. Then with u ≥ 0, we can take this linear
program

maximize
x1,x2,u∈R

u

subject to u ≤ −2x1 + 3x2

u ≤ 3x1 − 4x2

x1 + x2 = 1

x1, x2, u ≥ 0

we can divide all three constraints by u, getting the linear program

maximize
x1,x2,u∈R

u

subject to 1 ≤ −2x1/u+ 3x2/u

1 ≤ 3x1/u− 4x2/u

x1/u+ x2/u = 1/u

x1, x2, u ≥ 0

Let x′1 = x1/u and let x′2 = x2/u. Maximizing u is equivalent to minimizing 1/u, and we have a
formula for 1/u: 1/u = x1/u+ x2/u = x′1 + x′2. So we get the linear program

minimize
x′
1,x

′
2∈R

x′1 + x′2

subject to −2x′1 + 3x′2 ≥ 1

3x′1 − 4x′2 ≥ 1

x′1, x
′
2 ≥ 0

(We have dropped the variable u: it is now unnecessary.) The resulting linear program is easier to
solve: it gets rid of one unrestricted variable and one equation. In general, this gives us the linear
program

minimize
x′∈Ra

x′1 + · · ·+ x′a

subject to x′
T
M ≥ 1T

x′ ≥ 0

There’s two things to watch out for.

First, the optimal values of x′ and the optimal objective value are a bit harder to interpret: x′ is a
vector proportional to the optimal mixed strategy (but needs to be scaled down to sum to 1), and
the objective value is the reciprocal of Alice’s optimal payoff.

Second, this only works if Alice’s optimal payoff is positive. If it’s negative or zero, we’ll get an
infeasible linear program this way.

We can get around the second problem by modifying the payoff matrix M , adding the same large
number to every entry. This changes Alice’s payoffs, but doesn’t change her optimal strategy
(essentially, it represents Bob paying Alice a large fee to play the game). So we can find the
optimal strategy using this method, and then change back.
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