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1. Introduction

Knowledge is an important element of game theory and economics in general; what

an agent does or does not know will determine how he acts. However, modeling

what an agent knows, and what he knows about what other agents know can

be challenging. As we will see, knowledge has some very interesting and subtle

properties which make this a difficult goal. Consider the following problems:

There are n children, t > 0 of whom have muddy foreheads from playing. They

return home and their father sees that some of them are muddy. He asks them to

raise their hand if they know that their forehead is muddy. Since none of them

can see his own forehead, none of them raises his hand. The father notes this, and

then points out to all of them that at least one of them has a muddy forehead. He

then repeats his question until all the children with muddy foreheads raise their

hand. How are the children able to discern whether they are muddy or not? How

long does it take them?

This problem was originally posed by Monderer and Samet [4]: Suppose that we

are at an auction. The auction house is crowded and noisy. When the auctioneer

announces the starting price, it is not clear that everyone in the room heard. How

does that affect the actions of the people who did hear? Suppose that the chance

that someone did not hear was very small. How much of a difference does this

make?

Lipman [3] introduced this problem in 1999: An agent is given a choice between

$100 and the contents of a black box. The agent is told that the black box contains

$200 if the 10,000th digit of
√

2 is 1, and the box is empty otherwise. Which will

the agent choose? If the agent treats the value of the 10,000th digit of
√

2 as

random, what does this say about his knowledge and reasoning? Is he irrational?
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We will consider (and hopefully resolve) all these problems, and several others.

The paper is structured in the following way:

In Section 2, we introduce the Kripke model for knowledge that will be the foun-

dation for the rest of the paper.

In Section 3, we describe an alternative model that is often used in economics that

is similar to the Kripke model.

In Section 4, we discuss the inherent nature of knowledge as is implied by our

model. We will also consider how we can alter these properties by relaxing certain

assumptions.

In Section 5, we introduce the concept of common knowledge, which will be integral

to our analysis of many problems.

In Section 6, we expand our model to include time and potential causality of events.

In Section 7, we further extend our model to allow our agents to act within our

model and affect the world. We also discuss the concept of agreement.

In Section 8, we consider the Simultaneous Byzantine Agreement problem intro-

duced in Section 7 more carefully, analyzing how agents are able to agree and how

long it takes.

In Section 9, we relax our definition of knowledge to a form of belief, allowing them

somewhat more freedom in how they can respond to events.

In Section 10, we consider how we can alter our model so that our agents are not

logically omniscient.

The first several sections up through Section 8 draw most of their definitions and

results from Chapters 2 through 6 in Fagin et. al. [2]. The discussion, examples,

and so forth are my own.

2



2. Kripke Structures

There are two standard models for knowledge in Game Theory. The first we will

discuss defines the set of states, or possible worlds, as Kripke structures. This is

also known as the Possible-Worlds Model.

The agents in this model are 1, 2, ..., n and their world can be described by a set of

primitive prepositions, Φ. Each p ∈ Φ is a statement about the world. For example,

the statements ”It is raining in New York.”, ”The ground is dry in Chicago.”, and

”It is sunny in St. Louis.” are all primitive prepositions. We include in this model

operations from logic such as ”not,” ”and,” ”or,” ”implies,” and ”if and only if.”

We write ¬p for ”not p,” p · q” for ”p and q,” p+ q for ”p or q.” For the statement

”if p then q” we write p =⇒ q, and for ”p if and only if q” we write p ⇐⇒ q.

Thus, we would model ”It is raining in New York and it is not sunny in St. Louis”

as p ·¬q where p is the statement ”It is raining in New York” and q is the statement

”it is sunny in St. Louis.”

We also wish to represent statements like ”Agent 1 knows p.” in our model, so

we include the modal operator Ki. We define the statement Kip to be ”Agent i

knows p.” There is no restriction on the number of operators we can apply to a

statement, so if we wish to represent ”Agent 1 knows that agent 2 knows that it

is raining in New York,” we write this as K1K2p where p is the preposition ”It is

raining in New York.”

Our Kripke structure consists of three parts. The first is a set of states, S. Every

world that is possible in our model is some s ∈ S. Next, we define an interpretation

function π that assigns truth values to our primitive prepositions at each state s.

In other words, π : S × Φ → {true, false} such that if p is true at state s then

π(s, p) returns true and otherwise returns false. For example, if p is the statement

”It is raining in New York,” and in our model state s represents a possible world
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where it is not raining in New York, then π(s, p) = false. The final piece of our

Kripke structure is a set of binary relations Ki on S. If (s, t) ∈ Ki then we say

that at state s, agent i considers it possible that he is at state t.

Unless stated otherwise, we will assume that Ki is an equivalence relation, in other

words, ∀s, t, u ∈ S, we have (s, s) ∈ Ki (reflexive property), (s, t) ∈ Ki implies that

(t, s) ∈ Ki (symmetric property), and if (s, t) ∈ Ki and (t, u) ∈ Ki, then (s, u) ∈ Ki

(transitive property). This means the following: Agent i always considers the true

state to be possible; if agent i considers state t possible at state s, then he also

considers state s possible at state t; and if states s is indistinguishable from state

t for agent i and state t is also indistinguishable form state u for that agent, then

agent i cannot distinguish between states s and u, either. The binary relation Ki is

usually assumed to be an equivalence relation, but this assumption can be relaxed

to model some interesting aspects of knowledge. We will consider this in Section

4.

Thus, our Kripke structure M for n agents over Φ is the tuple (S, π,K1, ...,Kn).

We will now define some notation to keep statements readable and as simple as

possible in our model. We write (M, s) |= p (read as ”p holds at (M, s)”) for p ∈ Φ

if and only if π(s, p) = true. We similarly define |= for negations, conjunctions,

and so on of prepositions in Φ.

To incorporate our knowledge operators in the model, we say that (M, s) |= Kiφ if

and only if (M, t) |= φ for all t such that (s, t) ∈ Ki, where φ can be any compound

statement of primitive prepositions and knowledge operators. Thus, we say that

agent i knows φ at state s if and only if φ is true at all states that agent i considers

possible at s. More to the point, agent i does not consider possible any state where

φ is false.
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Let us clarify the Kripke structure with an example. Kripke structures can be

nicely represented as labeled directed graphs, so instead of defining our example

as tuples of sets, we will describe the relationship between the structure and the

graph and then provide the more intuitive graph as the example. The nodes of

the graph of M are the elements of S, or the possible worlds. Each node is labeled

with the statements in Φ that are true at that state. There is a directed edge (an

arrow) from node s to node t labeled with i if and only if (s, t) ∈ Ki. For clarity,

we omit the edges from nodes to themselves, which exist at every node by our

assumption of reflexivity. Now consider the following:

t

u

s

p, q

p, −q

1, 2

2
2

1

−p, −q

v

−p, q

Example 2.1. Consider agent 1’s knowledge. Agent 1 cannot distinguish between

s and t nor between u and v. Since q is true at both s and t and false at both u

and v, we see that K1q is true, or agent 1 knows q, at s and t and that K1¬q is

true, or that agent 1 knows that q is false, at both u and v. Since p is true at s

and u and false at t and v, there is nowhere that agent 1 knows either p or ¬p.

Now consider agent 2’s knowledge. Agent 2 unfortunately cannot distinguish be-

tween states s, t, and u. Since p, ¬p, q, and ¬q are all true at one of these states,

agent 2 does not know any of them at s, t, or u. However, since at least one of

p and q is true at each of these states, we can say that K2(p + q) is true at s, t,

and u. Note that ¬(p+ q) = ¬p · ¬q, and that K2(¬p · ¬q) is true at the remaining
5



state, v. A subtle reader also notes that at v, K1¬q is true, so thus K2K1¬q is

true at state v.

Let us associate some English statements to p and q so that we can understand

this better. We will say p represents the statement ”It is raining in New York,”

and that q represents the statement ”It is raining in Chicago.” With our findings

above, we see that agent 1 knows whether or not it is raining in Chicago, but not

in New York. Agent 2 only can tell if it is raining in at least one of the two cities,

but not which ones. Further, if it is not raining in New York and not raining in

Chicago, agent 2 knows that agent 1 knows the weather in Chicago.
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3. Aumann Structures

The second model for knowledge traditionally used in Game Theory is based on

Aumann structures. Rather than using prepositional logic to describe states, this

model considers events, which are collections of possible worlds. However, despite

their differences, there is a close relationship between the two models which we will

discuss.

Like in the previous model, we start with a set of states, Ω. A subset E ⊆ Ω is

called an event. We say event E holds at ω ∈ Ω if and only if ω ∈ E. So let E be

the event that it is windy in Chicago. Then E holds at exactly all possible worlds

ω where it is windy in Chicago.

For each agent i in our model, we define a partition Pi of Ω. We say that Pi(ω)

is the subset of partition Pi that contains ω. Our partition is defined so that if

ω′ ∈ Pi(ω) then agent i is unable to distinguish between states ω and ω′. These

Pis are agent i’s information sets.

We say that agent i knows event E at state ω if and only if Pi(ω) ⊆ E. In other

words, agent i knows E when E holds at every state he considers possible. Again,

we draw your attention to the fact that this is equivalent to the statement that

agent i does not consider possible any world where E does not hold. We define

Ki(E) = {ω ∈ Ω | Pi(ω) ⊆ E}. That is, it is the set of states where agent i knows

E.

This definition of knowledge should seem very similar to the definition in the Kripke

structures. In fact, there is a strong relationship between the two models. Given

a Kripke structure M = (S, π,K1, ...,Kn) where each Ki is an equivalence relation,

we can construct the corresponding Aumann structure, AM = (Ω,P1, ...,Pn) as

follows: Let the set of possible worlds, Ω, be the set S and let Pi be the partition

created by the equivalence relation Ki. In order to properly describe this world,
7



we need to incorporate the prepositions in Φ as events. Thus, we define the event

Ep = {ω ∈ Ω | (M,ω) |= p}. In other words, Ep is the set of states where p is

true. If agent i knows p at state ω in our Kripke structure, then ∀s ∈ S such that

(ω, s) ∈ Ki, (M, s) |= p. Therefore, ∀s ∈ Ω such that s ∈ Pi(ω), s ∈ Ep. This gives

us that Pi(ω) ⊆ Ep, so we have that agent i knows Ep, or that ω ∈ Ki(Ep).

To illustrate both this relationship and the Aumann structure in general, we will

reconstruct the earlier example as an Aumann structure.

Example 3.1. Our set of possible worlds will be the same as before, so Ω =

{s, t, u, v}. Since agent 1 cannot distinguish between s and t nor between u and v,

we have P1 = {{s, t}, {u, v}}. Since agent 2 can only tell if he is at state v or not,

we let P2 = {{s, t, u}, {v}}. Finally, we let Ep be the event that it is raining in

New York and Eq be the event that it is raining in Chicago. Hence, Ep = {s, u}

and Eq = {s, t}. Equivalently, E¬p = {t, v} and E¬q = {u, v}.

We see that, just as agent 1 knew whether or not it was raining in Chicago in the

previous example, in our new model K1(Eq) = Eq and K1(E¬q) = E¬q. Thus, this

property is preserved. Similarly, K2(Ep) = K2(Eq) = ∅ and agent 2 still cannot

tell whether or not it is raining in a specific city. Notationally, we will define

E¬p·¬q = E¬p ∩ E¬q, and we note that, again, K2(E¬p·¬q) = E¬p·¬q.

In our previous model, agent 2 knew that agent 1 knew that it was not raining in

Chicago at state v. So, if this aspect of our model is preserved, we should get that

v ∈ K2(K1(E¬q)). We already have seen that K1(E¬q) = E¬q, so we need only to

show that v ∈ K2(E¬q). But we notice that P2(v) = {v} and v ∈ E¬q, so we have

P2(v) ⊆ E¬q, so we get v ∈ K2(E¬q) and the desired property is preserved in the

Aumann structure.

Thus, we see that Kripke structures and Aumann structures are very closely re-

lated. However, this relationship quickly falls apart if we allow the binary relations
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Ki to be non-equivalence relations. It is the equivalence relation property of the

Kis that partition the set S and allow us to construct the Pis. Suppose, for exam-

ple, that Ki was not reflexive. Then, when we create the corresponding Aumann

structure, we would get that ω /∈ Pi(ω), or that some state ω is not in the subset of

the partition containing ω, which is clearly false. Without the symmetric property

on Pi, we could have that ω′ ∈ Pi(ω), but ω /∈ Pi(ω
′). In other words, ω′ is in

the same subset as ω, but ω is not in the same subset as ω′, which also cannot be

true. Finally, if we relax our assumption of transitivity, we would get that although

ω′ ∈ Pi(ω) and ω′′ ∈ Pi(ω
′), we have ω′′ /∈ Pi(ω). That is, ω′ is in the same subset

as ω and ω′′ is in the same subset as ω′, but ω′′ is not in the same subset as ω.

Again, this cannot be, so we see that we require all three properties of equivalence

relations on Ki in order to construct the corresponding Pi.

Hence, Kripke structures, while not being quite as philosophically close to eco-

nomics as Aumann structures, are more general since they allow us to model some

interesting irrational behavior that cannot be captured in the Aumann structures.

This irrational behavior will be discussed in the next section.
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4. Properties of Knowledge

We have shown that Kripke and Aumann structures are closely related when Ki is

an equivalence relation. Assuming that Ki is an equivalence relation also gives us

some interesting properties of knowledge which we discuss here (these properties

always hold in Aumann structures as one would expect). These properties are

known as the S5 Properties.

For all structures M , agents i, and formulas φ and ψ, when Ki is an equivalence

relation, we have the following:

• The Distribution Axiom: M |= (Kiφ ·Ki(φ =⇒ ψ)) =⇒ Kiψ.

• The Knowledge Axiom (or Truth Axiom): M |= Kiφ =⇒ φ.

• The Positive Introspection Axiom: M |= Kiφ =⇒ KiKiφ.

• The Negative Introspection Axiom: M |= ¬Kiφ =⇒ Ki¬Kiφ.

• The Knowledge Generalization Rule: If M |= φ then M |= Kiφ.

The Distribution Axiom states that if an agent knows something and knows that

this something implies something else, he is able to make the logical conclusion

that this something else must also be true. For example, suppose that an agent

knows that it is snowing in New York and that if it is snowing in New York then

flights will be delayed from JFK airport. The agent is able to conclude that flights

will be delayed from JFK. Note that this holds regardless of whether or not Ki is

an equivalence relation. This means that if we wish to relax the assumption that

our agents are logically omniscient, or know all the implications of their knowledge,

we will have to modify our model. We will explore this in Section 10.

The Knowledge Axiom states that if an agent knows something, then it must be

true. This philosophically separates knowledge from belief. This property follows

from the reflexivity of Ki; an agent must consider the true state to be possible.
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If we wish to allow agents to know false things in our model, we must relax this

assumption. An example of this sort of situation would be if an agent is so focused

on today’s Yankees game that he does not consider a rainout possible. Thus, this

agent ”knows” that it is not raining in New York, since this is true at all worlds he

considers possible. In fact, he ”knows” this even if it is raining in New York. Note

that if we have Ki reflexive, then the true state is always considered possible, and

thus we cannot have knowledge of something that is not true. As we stated earlier,

most would call this ”knowledge” belief and not knowledge. We discuss belief in

more detail in Section 9.

The Positive Introspection Axiom states that if an agent knows something, he

also knows that he knows it. This follows from the transitive property of the

equivalence relation assumption. An example of when the Positive Introspection

Axiom might not hold is best illustrated by a graph. Consider the following Kripke

structure with only one agent and where p represents the statement ”It is sunny

in St. Louis.”

−p

s t

u

1

1

p p

Notice that (M, s) |= K1p but that (M, t) 2 K1p because (t, u) ∈ Ki and (M,u) |=

¬p. Since (s, t) ∈ K1, at state s, agent 1 considers a state possible where he doesn’t

know that is is sunny in St. Louis. Thus he cannot know that he knows it. Notice
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that this follows directly from the fact that (s, u) /∈ K1 which would not be possible

if K1 was transitive.

The Negative Introspection Axiom states that if an agent does not know something,

then he knows that he does not know it. As we would expect from the Positive

Introspection Axiom, this requires the transitivity of Ki. However, it also requires

the symmetric property. We will demonstrate this with a Kripke structure whose

Ki relations are not necessarily symmetric. That is, it is possible that at state s,

agent 1 consider t possible, but at state t he knows that he is not at s.

p

1s

p

1

u

−p

t

We again will have represent ”It is sunny in St. Louis.” Clearly agent 1 does not

know that it is sunny in St. Louis at state s since he considers u possible. However,

at state t, agent 1 does know that it is sunny in St. Louis. Since (s, t) ∈ K1, we

have that at state s, agent 1 is unaware of his lack of knowledge of the weather in

St. Louis. Note that if (t, s) ∈ K1, this would not hold.

The Knowledge Generalization Rule says that if something is true at all possible

states, then everyone knows that it is true. In other words, if no one considers pos-

sible a world where φ is false, everyone knows that it is true. Like the Distribution

Axiom, this property holds even if our Ki relations are not equivalence relations.

Thus, we will need to change our model if we wish to remove this rule. We discuss

this in Section 10.
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Since we will assume that Ki is an equivalence relation in general, these properties

will hold in our future examples and models unless we specifically state otherwise.

13



5. Common Knowledge

Now we can effectively model what an agent knows. However, the concept of

common knowledge is still poorly defined in our model. Something is considered

common knowledge if everyone in the model knows it, everyone knows that ev-

eryone knows it, and so on. We will now make a rigorous definition of common

knowledge and describe how we can determine if something is common knowledge

within our model. We will be using Kripke structures as our model from now on

as their graphical representation will be very useful.

LetG be a group of agents in our model. First we define EGφ to be true if and only if

everyone in G ⊆ {1, ..., n} knows φ. We say that φ is evident knowledge. Formally,

we have (M, s) |= EGφ if and only if (M, s) |= Kiφ ∀i ∈ G. We will know define

CGφ (the statement that φ is common knowledge among everyone in group G)

inductively: Define E0
Gφ = φ and let Ek+1

G φ = EGE
k
Gφ. Thus, E1

Gφ = EGφ,E
2
Gφ =

EGEGφ and so on. We say that (M, s) |= CGφ if and only if (M, s) |= Ek
Gφ ∀k ∈ N.

At first glance, it seems that it would be very difficult to determine if something

is common knowledge. However, there is a very simple way using the graphs of

Kripke structures. We say that state t is G-reachable from state s in k steps if

there is a path of length of no more than k edges that are each labeled with some

(possibly different) i ∈ G from s to t. Formally, this occurs when there exists a

sequence of states {sn}k
n=0 such that s0 = s, sk = t, and ∀j such that 0 ≤ j ≤ k−1,

there is some i ∈ G with (sj, sj+1) ∈ Ki. We say that state t is G-reachable from

state s if there is some k ∈ N such that t is G-reachable from s in k steps. The

following result is Lemma 2.2.1from Fagin et. al. [2]:

Lemma 5.1. (M, s) |= Ek
Gφ if and only if (M, t) |= φ for all t that are G-reachable

from s in k steps.

(M, s) |= CGφ if and only if (M, t) |= φ for all t that are G-reachable from s.
14



Thus, φ is common knowledge among a group G at state s exactly if φ holds at all

states that are connected to s by edges labeled with agents in G. We will illustrate

this with an example:

Example 5.2. Consider the Kripke structure, M, below:

−p, −q, −r

s

t

u
−p, q, r

p, q, r

v 2

−p, q, −r

1, 2

1
1

p, −q, r

w

We assign the statements meaning as follows: p represents ”It is raining in New

York,” q represents ”It is windy in Chicago,” and r represents ”It is sunny in St.

Louis.” By our G-reachable definition of common knowledge, we have that it is

common knowledge at s, t, and u that it is sunny in St. Louis and it is common

knowledge at v and w that it is not raining in New York nor is it sunny in St.

Louis. We will consider the states {v, w} first. Since agent 1 can distinguish both

of these states from all others, he knows everything about both of them. Thus, the

question of common knowledge is reduced to agent 2’s knowledge. Agent 2, while

being unable to distinguish between v and w, does not confuse either of them with

any of the other states. Therefore, agent 2 knows anything that is true at both v

and w. This includes the fact that it is not raining in New York and it is not sunny

in St. Louis. Furthermore, agent 2 knows that agent 1 can fully describe the true

state (since this is true at both v and w). Thus, agent 2 knows that agent 1 knows

the weather in New York and St. Louis and that agent 1 knows that agent 2 knows

this. Hence, we get an infinite ”agent 1 knows that agent 2 knows that...” for the

weather in New York and St. Louis, and this information is common knowledge.
15



Now let us consider the worlds {s, t, u}. At these states, it is agent 1 who cannot

distinguish between any of them. Thus, he does not know the weather in New York

or Chicago, but he does know that it is sunny in St. Louis. Similarly, agent 2

does not confuse any of these states with states where it is not sunny in St. Louis.

Additionally, agent 2 does not confuse any of these states with states where agent

1 does not know the weather in St. Louis. Since this is true at all of these states,

agent 1 knows this fact, and so on..., making the weather in St. Louis common

knowledge.

As we can see, if a subset of states is not connected by edges to any states outside

of the subset, there is no confusion of any of those states with states outside the

subset. Thus, if a fact is true at all the states in the subset, everyone knows it.

Further, since everyone knows it at all the states, and none of these states are

confused with states where not everyone knows it, everyone knows that everyone

knows it, and so on and so forth. Thus, the graphs of Kripke structures allow us

to easily determine whether something is common knowledge by merely checking

which states are connected by edges.

Now that we have clearly defined the concept of common knowledge and described

how to determine it, we will demonstrate its importance with two examples.

Recall the muddy children problem from the Introduction. There are n children,

t > 0 of whom have mud on their foreheads. Each child can easily tell if any other

child’s forehead is muddy, but is incapable of discerning the muddiness of his own

head (this problem is sometimes presented using the color of eyes or hats in place

of muddy foreheads). Their father informs them that at least one of them has a

muddy forehead. He then asks them to raise their hands if they know that they

are muddy. He repeats this question until the t muddy children raise their hands.

How are the children able to discover the state of their foreheads? Suppose that
16



t > 1. Then every child can already tell that at least one of them has a muddy

forehead, so how does the father’s statement help them? We will use our model of

common knowledge to unravel this riddle.

We will take an example with n = t = 3 to demonstrate the solution to this prob-

lem. The solution for different n and t should be apparent from our presentation.

This example is a slightly modified version of the example that makes up Section

2.3 in Fagin et. al. [2]. We have included a similar example because of its clarity

and generalizability.

Example 5.3. First, we construct the graph of the Kripke structure for this prob-

lem. The possible worlds of our model are all the different combinations of 3 chil-

dren as muddy or clean. We will represent these as ordered triples where 0 stands

for a clean child and 1 for a muddy one. Thus, if child 2 were the only one with

a muddy forehead, the state would be (0, 1, 0). Child i cannot distinguish between

two states if and only if they are completely identical save the i-th coordinate. For

example, child 2 cannot differentiate between (1, 1, 1) and (1, 0, 1). Therefore,

two states in our graph will be connected by an edge if and only if they differ in

exactly one coordinate, and the edge will be labeled according to that coordinate.

We get the following graphical representation for our model when n = t = 3:

Note that the possible world (0, 0, 0) is reachable from the true state of (1, 1, 1), de-

spite the fact that all the children know that it is not the true state. Let us consider

why this is the case. Child 1 sees that children 2 and 3 have muddy foreheads, but

his own might be clean. If this is the case, child 2 would only see 1 muddy forehead

(child 3’s). Since child 2 is unaware that his own forehead is muddy, it is entirely

possible to him that child 3 cannot see any muddy foreheads. Thus, child 3 has to

consider the possibility that none of them have muddy foreheads. So, while child

1 knows that all three of them are aware that at least one of them is muddy, he

does not know that all the children know that all of them know this. Clearly, for
17



 

(1, 1, 1)

(0, 1, 1)

(1, 0, 1)

(0, 1, 0)

(0, 0, 1)

(0, 0, 0)

1

2

3

1
3

2

3

1

2

1

3

2

(1, 0, 0)

(1, 1, 0)

examples with larger and larger n, a child might know that everyone knows that

everyone knows that... n times, but not (n+1) times. Thus we see that the infinite

nature of common knowledge is key to why (0, 0, 0) always is reachable from the

true state.

So now let us consider what the effects of the father’s statement are. Once the father

announces that at least one child has a muddy forehead, this information becomes

common knowledge; everyone knows it, everyone knows that everyone knows it,..

etc. In our model, this is reflected in the fact that no child confuses the state

(0, 0, 0) with any other state anymore, so the edges from that node are removed

from our graph. This leaves us with the graph below:

Now, if exactly one child had a muddy forehead, we would be done; he would know

the muddy forehead was his own and would raise his hand. But this is not the case,

so when the father asks those who know that their forehead is muddy to raise their

hands, no one does. Now it becomes common knowledge that there are at least 2
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muddy children, since if there was only 1, he would have raised his hand. Our

model now appears as below:

  

(1, 1, 1)

(0, 1, 1)

(1, 0, 1)

(0, 1, 0)

(0, 0, 1)

(0, 0, 0)

1

2

3

(1, 0, 0)

(1, 1, 0)

When the father asks for the second time, once again no one raises his hand. As

we can see in our graph above, each child considers possible the state where the 2
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muddy children are the two he can see, and his own forehead is clean. But, once

they see that no one has raised his hand, they realize that this cannot be the case.

Thus, when the father asks for the third (or t-th) time, our model looks like:

 

(1, 1, 1)

(0, 1, 1)

(1, 0, 1)

(0, 1, 0)

(0, 0, 1)

(0, 0, 0)

(1, 0, 0)

(1, 1, 0)

Therefore, the true state is common knowledge, and the t muddy children all raise

their hands. Hence, it takes 3 rounds for the children to discover that their own

foreheads are muddy.

Now we consider a problem known as the coordinated attack problem. It is some-

times called the email game, as well. There are two allied generals camped on

hills across a valley from each other. The enemy forces are camped down in the

valley. It is patently obvious to both the generals that if only one of them were

to attack, he would be crushed, but if both were to coordinate their attack, they

would have an easy victory. For this reason, they will only attack the enemy if they

are absolutely certain that the other general is launching a complementary assault

at the same time. In order to communicate, the generals must send messengers.

However, there is a small (ε > 0) chance that their messengers will be captured
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by the enemy. It takes one hour for a message to be sent. How long will it take

the generals to coordinate an attack if every messenger successfully transmits his

message?

Example 5.4. Suppose general 1 wishes to indicate to his compatriot that he will

attack at dawn. In order to ensure that general 2 attacks with him, he sends a

messenger. General 2 receives the message (since we are assuming that all messages

that are sent are also received), but knows that the first general is still uncertain

that he knows the plan. So general 2 sends back a response. General 1 receives

this response, and so he knows that general 2 knows the plan. But, general 2 does

not know that general 1 received the confirmation, so it is entirely possible to him

that general 1 still thinks that he does not know the plan. So general 2 considers

it possible that general 1 will not attack, and thus will not attack himself. In order

to assure general 2 that his confirmation was received, general 1 sends another

message. But he does not know if general 2 received it, so he will not be willing

to commit to combat. And so on.... Therefore, we are always unable to create

the infinite chain of knowledge required for common knowledge. For this reason,

neither general is ever sure that the other will attack, and so they never are able

to coordinate an assault.

Hopefully, these two examples demonstrate how common knowledge is an impor-

tant concept for decision making, and thus is an important subject of study.
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6. Multi-Agent Systems

While our model does a good job of representing knowledge in a static environment,

notice that we had trouble representing changes over time. In the muddy children

example above, we recreated our model at every round; time itself was not in the

model. We would like to incorporate the effects that time can have on knowledge

in our model. To do this, we use systems.

We want to describe our model at a certain point in time. We do so very generally

in order to allow us to consider many different types of systems. We describe a

point in time as being an (n + 1)-tuple (se, s1, ..., sn) where si is agent i’s local

state and se is the environment’s local state. This tuple we refer to as the global

state. A run is a sequence of global states that describes how the system changes

over time. Thus, our system is defined as a set of runs, or possible behaviors.

Formally, let Le be the set of possible states for the environment and Li be the

set of possible states for agent i. Let G = Le × Li × ... × Ln be the set of global

states. Let R be the set of possible runs over G. Then, for r ∈ R, r : N → G, so r

gives a global state for each time index m. Notationally, if r(m) = (se, s1, ..., sn),

we define ri(m) = si and re(m) = se.

Now we will bring knowledge and our Kripke structures into the model. We define

our interpretation function here as π : G × Φ → {true, false}. Thus, for p ∈ Φ,

π yields the truth of p in every possible global state. We now have an interpreted

system I = (R, π). Our Kripke structure is as follows: MI = (R, π,K1, ...,Kn)

where we define Ki as follows (we do not define a relation Ke since we are not

interested in the environment’s knowledge): (s, s′) ∈ Ki if and only if si = s′i. That

is, agent i cannot distinguish between global states where he is at the same local

state. Notationally, we write s ∼i s
′.
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To illustrate, in our muddy children example the initial graph represented r(0), the

next graph r(1), and so on. While it might seem that the local states of the children

never changed (since the state of their foreheads remained the same), this ignores

the fact that their information sets changed over time. Recall that at child 1’s

initial local state, r1(0), he considers it possible that agent 2 considers it possible

that agent 3 considers it possible that none of them have muddy foreheads, but

that this is not the case after the first round, namely at r1(1).

Now we can apply the definitions of knowledge from Kripke structures to our

systems model. For ”(MI , s) |=”, we write ”(I, r,m) |=” to reflect the wider scope

of the model. Thus, by our definitions from Kripke structures, in our new model

we have the following:

• (I, r,m) |= p if and only if π(r(m)) = true.

• (I, r,m) |= Kiφ if and only if (I, r′,m′) |= φ, ∀r′(m′) such that

r′(m′) ∼i r(m).

• (I, r,m) |= EGφ if and only if (I, r,m) |= Kiφ, ∀i ∈ G.

• (I, r,m) |= CGφ if and only if (I, r,m) |= Ek
G, ∀k ∈ N.

These are merely the same definitions, rewritten into our new understanding of a

state as a moment within a run.

However, since we have introduced time to our model now, it will be useful if we can

discuss whether something happens eventually in our run, or if it will happen next

round, or some similar concept. To this end, we define some temporal operators.

We will start simple: to represent something that does not change in the future,

we use the operator � (always). Formally, we say (I, r,m) |= �φ if and only

if (I, r,m′) |= φ ∀m′ ≥ m. We use the operator � (eventually) to represent the

concept of existence at some future time: (I, r,m) |= �φ if and only if (I, r,m′) |= φ

for some m′ ≥ m. If something is about to happen, we use the operator © (next
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round) defined as (I, r,m) |= © if and only if (I, r,m+ 1) |= φ. Finally, we define

the operator U (until) as follows: (I, r,m) |= φUψ if and only if (I, r,m′) |= ψ for

some m′ ≥ m and (I, r,m′′) |= φ ∀m′′ such that m ≤ m′′ ≤ m′.

We will illustrate the power of our new model with several different examples

modified from Fagin, et al. [2]. Hopefully, these examples will also help the reader

clearly understand the new model, as well. Our first example is the very simple

Knowledge Base system. In this system, the environment remains constant over

time. There is a Teller agent and a Knowledge Base agent. Each round, the Teller

describes some aspect of the environment to the Knowledge Base, who records it.

Example 6.1. First we need to describe the possible local states of the environment,

the Teller, and the Knowledge Base. The environmental state, se is defined as the

set of all the p ∈ Φ that accurately describe our world. Since the Teller has complete

knowledge about the world, its local state includes the environment’s local state.

The Teller also remembers everything it has told the Knowledge Base, so its local

state includes the k-tuple (p1, ..., pk) where pi ∈ se is what it told the Knowledge

Base in round i. Obviously, then, we can let the Knowledge Base’s state be the

k-tuple of pis that it was told by the Teller. Thus, a global state is of the form

(se, 〈se, (p1, ..., pk)〉, (p1, ..., pk)) where 〈se, (p1, ..., pk)〉 is the Teller’s local state and

(p1, ..., pk) is the Knowledge Base’s local state.

Now that we have the sets of possible states defined, we need to define possible

runs over these states. Since the Knowledge Base has not been told anything before

time ”begins,” we impose the restriction that for r ∈ R, we must have r(0) =

(se, 〈se, ()〉, ()). To describe how the run can progress over time, we need to model

two properties: nobody forgets anything, and the Teller imparts one aspect of the

world each round as long as there is something left to impart. Thus, we say for

r(m) = (se, 〈se, (p1, ..., pk)〉, (p1, ..., pk)), if {pi}k
i=1 = se then r(m + 1) = r(m).

Else, r(m + 1) = (se, 〈se, (p1, ..., pk, pk+1)〉, (p1, ..., pk, pk+1)) for pk+1 ∈ se. Hence,
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runs in our system always start with an empty Knowledge Base and then the Teller

gradually fills it as long as there is new data to be imparted.

So say that the Teller is describing today’s weather to the Knowledge Base. Let se =

{high of 59◦, low of 40◦, 20% chance of precipitation}. In the first round, the Teller

informs the Knowledge Base of the predicted high temperature for the day. Thus,

the Knowledge Base’s local state is (high of 59◦) in the first round and the Teller’s

local state is 〈{high of 59◦, low of 40◦, 20% chance of precipitation}, (high of 59◦)〉.

We would like to generalize the concept of ”nobody forgets anything” that we used

in the Knowledge Base example to systems in general. Our next example describes

how we can integrate the property of perfect recall, a common assumption in game

theory and economics, into any system.

Example 6.2. An agent with perfect recall has complete memory of his previous

local states. Thus, his local state at time m contains a sequence of his local states

from time 0 to time m−1. We can see this is very similar to the local states of the

Teller and the Knowledge Base in the previous example. We include the sequence

{ri(0), ..., ri(m− 1)} with distinct consecutive elements in ri(m). The qualification

for dissimilar consecutive elements is included so that the agent’s memory only

changes when the local state actually changes. If we wish to include a concept of

time (i.e. waiting) in our model, we could relax this constraint.

Further, we do not want our agent to confuse states with different memories. In

other words, we say that if r(m) ∼i r
′(m′) then the previous state sequences for i

are equivalent at ri(m) and r′i(m
′).

Suppose an agent only knows whether or not it is windy in Chicago, so his local

state is either 1 or 0, for windy and not windy, respectively. However, if we want

him to remember the weather in the past, we add the history, as described above,

to his local state. Thus, given the two local states s1 = 〈{0, 1, 0}, 1〉 and s2 =
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〈{1, 0, 1, 0}, 1〉, we can say that the agent can differentiate between them, even

though he is experiencing the same weather at each. This is because he has different

memories at the two states.

We will now move to a more complicated example; one that is often studied in game

theory. An Asynchronous Message-Passing System (or a.m.p system) describes

agents who send and receive messages from each other. Often, the condition is

imposed that all messages sent have to be received, either eventually or within a

certain time after they are sent. These systems are called reliable. This example

will be important to us because it allows us to introduce the concepts of potential

causality and process chains.

Example 6.3. First we define the local states of the agents. These local states

will be histories, as discussed above, that describe what messages it has sent and

received. We have agents start with an initial state, so ri(0) = {si}. The exact

nature of si can be tailored to specific models, but is not necessary for our general

description. Then we define ri(m) to be ri(m− 1) with agent i’s actions in round

m added. These actions can be sending or receiving messages and are defined as

follows: Let sent(µ, i, j) be the action that message µ is sent by agent i to agent

j and received(µ, i, j) be the action that the message is received. Since we don’t

want messages that were never sent to be received, we impose the restriction that

for received(µ, i, j) ∈ rj(m),∃sent(µ, i, j) ∈ ri(m). Since the ri(m)s are sequences

of events up to time m, this restriction means that once received(µ, i, j) appears in

j’s history, there must be some sent(µ, i, j) in i’s history. If we want our system

to be reliable, we also require that if sent(µ, i, j) ∈ ri then ∃m′ ≥ m such that

received(µ, i, j) ∈ rj(m
′).

The environment’s local state is not important to our analysis in this example.

Sometimes, the environment will be modeled as an agent that determines which of
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the messages that have been sent are received in each round. So we have global

states that are (n + 1)-tuples of the environment’s local state and the histories of

each of the agents. We have already restricted the runs in our definitions of the

local states and in our requirement that the agents have perfect recall, so we have

defined all the elements of our model.

So, in our coordinated attack example, in the first round general 1 sends the mes-

sage ”attack plan” to general 2. General 1’s local state in round 0, r1(0), is 〈{ },

sent(”attackplan”, 1, 2)〉. In round 1, general 2 receives the message and sends the

reply ”confirmation.” Thus, r2(1) = 〈{ }, received(”attackplan”, 1, 2),

sent(”confirmation”, 2, 1)〉. In round 2, when general 1 receives the reply and

sends ”confirmation of confirmation”, we have r1(2) = 〈{sent(”attackplan”, 1, 2)},

received(”confirmation”, 2, 1), sent(”confirmationofconfirmation”, 1, 2)〉. And

so on.

In the last example, where received messages must be preceded by sent messages,

we inherently incorporated a form of causality in our model. We will now formalize

this idea by defining potential causality. We say event E potentially caused event

E ′ in run r (we write E →r E
′) if any of these three cases is true: 1) E ′ is a received

action and E is the corresponding sent action, 2) both are in some agent’s history

at some point and E = E ′ or E precedes E ′ in this history, or 3) for some E ′′ we

have E →r E
′′ and E ′′ →r E

′.

This last case allows us to create ”chains” of potential causality, and these chains

will allow us to describe reachability in our model. Basically, we say that if a state

is not G-reachable, then sufficient messages have been sent among the members of

G so that it is common knowledge that they are not at that state. To this end, we

define 〈i1, ..., ik〉 to be a process chain over {r(m), ..., r(m′)} if there exist events

E1, ..., Ek in run r such that E1 occurs after round m, Ek occurs by round m′, Ej
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is in ij’s history, and E1 →r ... →r Ek. That is, 〈i1, ..., ik〉 is a process chain over

{r(m), ..., r(m′)} if agents i1, ..., ik have events E1, ..., Ek in their histories between

rounds m and m′ and E1, ..., Ek form a chain of potential causality.

For example, if we have, in consecutive rounds, agent 1 sending message µ1 to

agent 2, agent 2 receiving this message, agent 2 receiving some other message µ2

from agent 3, and then agent 2 sending µ1 along to agent 3, who then receives it,

then 〈1, 2, 2, 2, 3〉 is a process chain.

With the following two Lemmas from Fagin et. al. (Lemmas 4.5.1 and 4.5.2)

[2], we have that the existence of a process chain necessitates the existence of a

corresponding sequence of messages and that when r(m′) is not {i1, ..., ik}-reachable

from r(m), then 〈i1, ..., ik〉 is a process chain over {r(m), ..., r(m′)}.

Lemma 6.4. For 〈i1, ..., ik〉 a process chain over {r(m), ..., r(m′)} with ij 6= ij+1,

then there exists a sequence of messages, {µn}k−1
n=1, such that µ1 is sent by i1 after

round m, and µj is sent by ij strictly after µj−1 is sent by ij−1.

Lemma 6.5. For r a run in an a.m.p. system, m < m′, and {in}k
n=1 a sequence

of agents, either r(m′) is {i1, ..., ik}-reachable from r(m), or 〈i1, ..., ik〉 is a process

chain over {r(m), ..., r(m′)}.

Thus, we have that if r(m′) is not {i1, ..., ik}-reachable from r(m), then there is a

sequence of sent messages {µ1, ..., µk−1} with µj sent by ij. Hence, we cannot have

common knowledge without sufficient messaging. While this seems a bit contrived,

the concept really makes intuitive sense given an example:

Example 6.6. Consider a system where messages are received the round after they

are sent. There are two agents, agent 1 is in St. Louis and agent 2 is in New York.

Agent 1 is scheduled to visit agent 2 in New York, but there are potential travel

delays given the weather in both cities. Agent 1 will only take a flight to New York
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if it is common knowledge among the two of them that there is suitable weather on

both ends of the flight. Suppose that it is. Agent 1 sends a message to agent 2 saying

that the weather in St. Louis is fine and agent 2 sends a similar message regarding

the weather in New York to agent 1. They both know that the messages arrive in

the next round, so they both know that they both know the weather. Further, they

both know that they both know that the messages arrive in the next round and so

on, so we have common knowledge and agent 1 takes the trip. Notice that without

the messages from each agent, this common knowledge would never be achieved.

Also, the fact that the messages are received by a certain time is essential. In fact,

in our a.m.p. system above, common knowledge can never be gained, just as in the

coordinated attack problem earlier, for this very reason.
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7. Protocols and Agreement

In our a.m.p. system above, we have the agents performing actions, but these

actions do not directly affect the run of the system. While we have restricted our

runs so that we cannot have impossible situations, it seems logical to add some

structure that will allow the actions of agents to influence the run in the future. For

each agent i, we let ACTi be the set of actions available to that agent. We define

Λ to represent when an agent performs no action in a round. For example, in our

a.m.p. system, ACTi = {Λ, send(µ, i, j), receive(µ, j, i)} for all possible messages

µ and all j 6= i. Sometimes we will want to allow the environment to perform

actions (like when we have it decide which messages are received), so then we let

that set be ACTe. For every joint action (acte, act1, ..., actn), with acti ∈ ACTi,

we define τ(acte, act1, ..., actn) : G → G to be the transition function that describes

how the combined actions of the agents changes each global state. The specifics of

τ are left up to the specific model.

Now that our agents can perform actions within our model, we can describe strate-

gies for them to follow when deciding what actions to perform. We define protocol

Pi : Li → ACTi to take agent i’s local state and output the action that i should

take at that state. We say P = (P1, ..., Pn) is a joint protocol. Thus, P describes

how the agents of a system act. In order to understand how the runs progress, we

need to develop what is called a context for the joint protocol to operate in. A

context γ = (Pe,G0, τ,Ψ) where Pe describes how the environment ”acts,” G0 is the

set of initial global states, τ is the transition function, and Ψ is a set of allowable

runs. For example, when we were considering our a.m.p. system, we did not want

to allow runs where a message that was never sent was somehow received. For

such a run, r, we would have r /∈ Ψ. Therefore, the context tells us where runs

can start (G0), how they can progress (Ψ), how the environment will act (Pe), and

30



how the agents can affect the run (τ). Thus, a system is all the runs possible when

joint protocol P acts in context γ.

Specifically, we say that run r is consistent with P in γ if we have: 1) r(0) ∈ G0,

2) for m ≥ 0 and r(m) = (se, s1, ..., sn) then r(m+ 1) =

τ(Pe(se), P1(s1), ..., Pn(sn))(r(m)), and 3) r ∈ Ψ. In other words, r must: 1) begin

at an acceptable initial state, 2) progress as dictated by the actions of the agents

and the transition function, and 3) follow the additional constraints particular to

the model.

We will now use a simple example to demonstrate our new model.

Example 7.1. Suppose we have two agents who have weather machines. Agent 1,

who lives in New York, can cause the entire world to either have precipitation or

be dry and clear. Agent 2, who lives in Chicago, can either heat the entire world

or chill it. We will say that ACT1 = {wet, dry} and ACT2 = {warm, cool}. We

let Φ = {pN , pC , qN , qC , rN , rC , aN , aC} where we define the prepositions as follows:

p represents ”It is raining,” q represents ”It is snowing,” r represents ”It is warm

and sunny,” and a represents ”It is cool and clear.” The subscripts denote whether

the statement is referring to New York (N) or Chicago(C). Thus, our states are

all possible combinations of weather in the two cities.

Say that agent 1 likes rain, but not snow. We will construct his protocol such

that if he observes qN , then he performs action dry. Likewise, if he observes rN ,

he will perform wet. Otherwise, he will keep the weather the way it is. Agent

2, on the other hand, likes warm, sunny weather, but not rain. Thus, if we

have aC he will perform warm and if we have pC he will perform cool. Again,

he will maintain the weather otherwise. We define our transition function τ

such that, for any global state, g, τ(wet, warm)(g) = {pN , pC}, τ(wet, cool)(g) =

{qN , qC}, τ(dry, warm)(g) = {rN , rC}, τ(dry, cool)(g) = {aN , aC}.
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We will not put any conditions on how the runs must start or progress, so now our

weather machine model is completely defined. Let us consider what a run will look

like in our system. The initial state will determine how agents 1 and 2 will act,

which will exactly determine the global state in the next round via the transition

function. At r(1), the weather in New York and Chicago (indeed the world over)

will be the same. The way we have structured our agents’ protocols, exactly one of

them will be dissatisfied with that weather. That agent will change his action, and

we will have exactly the other agent dissatisfied at r(2). We will then get a cycle

of ... → p → q → a → r → p → ... with the weather always being the same in the

two cities. Thus, all runs that are consistent with our protocol in this context are

determined by the starting condition of the two cities.

We will now introduce the concept of a decision function. A decision function can

be thought of as an abstracted protocol over all possible runs. While a protocol

only considers the agent’s local state within a run, a decision function considers

the agent’s information set of all global states in all runs where he is at the same

state. We define the information set of agent i at local state s in system I as

follows: ISi(s, I) = {r(m) ∈ I | ri(m) = s}. Now we define a decision function

Di to input information sets of agent i and output actions in ACTi. Clearly, there

can be protocols that are defined to act according to a specific decision function.

We say that Pi is compatible with Di in system I if Pi(s) = Di(ISi(s, I)) ∀s ∈ Li.

We consider a decision function Di to be union-consistent if when Di dictates the

same action for disjoint sets, that same action is what Di prescribes for the union

of those sets. In other words, if Di(ISi(s, I)) = Di(ISi(s
′, I)) = act then we also

have Di(ISi(s, I) ∪ ISi(s
′, I)) = act.

Now we consider the celebrated Agreeing to Disagree problem posed by Aumann

[1] in 1976. Consider the trade of a stock. Agent 1 offers to sell the stock at price

p. Agent 2 wants to buy that stock, but notices that since agent 1 is willing to sell
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it, it must be that agent 1 thinks that the price will drop below p. Similarly, if

agent 2 offers to buy the stock at p, agent 1 realizes that agent 2 thinks the price

will rise. Thus, two agents can only agree to a trade if the two agents disagree as

to whether they should buy or sell. Further, this disagreement must be common

knowledge between them when they make the trade. Thus we have the famous

Agreement Theorem (this version of the theorem is taken from Fagin et. al. [2]):

Theorem 7.1 (Fagin p.187). Let P be a joint protocol that implements a union-

consistent decision function in context γ. Then for all actions a1, a2 ∈ ACT , if it is

common knowledge that agent 1 is performing action a1 and agent 2 is performing

a2, then a1 = a2.

In other words, if it is common knowledge that two agents are performing different

actions, then they must have different decision functions, as their information sets

are telling them to do different things. Or, more literally, if the agents are using

the same union-consistent decision function, there cannot be common knowledge

between them that they are performing different actions. Thus, the trade cannot

take place since the agents cannot agree to disagree.

When Aumann [1] originally published this result, he stated it in terms of posteriors

of an event. In this form, the Agreement Theorem says that if two agents have the

same priors and the posteriors that they assign to event E are common knowledge,

then these posteriors are the same. The result is most often cited in this form.

The next form of agreement we consider is known as Simultaneous Byzantine

Agreement. There are n agents in this model, t of whom are traitors in some

way. All the agents have initial preferences as to whether to perform an action

or not (the agents are usually portrayed as generals deciding whether to attack

or retreat). Once all the non-traitors know all the other non-traitors’ preferences,
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they can decide on a course of action (and they must make this decision simultane-

ously). However, they can only communicate privately between each other. Also,

the traitors can disrupt this process in several different ways. They can exit the

decision process altogether (flee the battle), they can fail to send or receive mes-

sages at random intervals, or they can send false messages with disinformation.

These situations are called crash failures, omission failures, and Byzantine failures,

respectively.

In general, it has been shown that when less than one-third of the agents are

traitors, protocols exist that allow decisions to be made after t+1 rounds at most.

We will demonstrate with an example adapted from Example 6.3.1 in Fagin [2].

Example 7.2. All n generals initially prefer to retreat and there is only 1 traitor

in their midst. We will only consider crash failures possible, so this traitor might

flee and cease to send messages, but he will not lie. In the first round, each general

communicates his preference to retreat to every other general. Suppose the traitor

does not flee yet, and sends all his messages to all the generals. Thus, at the end

of round 1, every general knows that every general prefers to retreat. At this point,

they all know that they will eventually decide to retreat. However, they are not able

to reach a decision yet.

Note the following: General i considers it possible that general j 6= i, after com-

municating his preference to general i, turned coward and fled, sending no other

messages. If this were the case, the other generals would know that j was the

traitor, but they think j might have communicated a preference to attack to general

i before fleeing. If this occurred, then general i would deem it possible that general

j did not flee, but successfully communicated his preference to attack to all other

generals. Thus, the state where an arbitrary general has the opposite preference is

reachable (as defined in Section 5) from the true state. We can apply this logic as

many times as necessary, and we discover that the state where all generals initially
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prefer to attack is reachable from the state where all generals initially prefer to

retreat! Thus, while all generals are aware that they will eventually retreat, they

are not able to simultaneously decide to do so by the end of the first round.

In the second round, each general communicates that he knows that every general

prefers to retreat. The generals still consider it possible that one of their number

fled and did not complete sending his messages. However, so long as n ≥ 3, every

general will have received a complete description of the preferences from somebody,

since there are at least 2 non-traitors to communicate with each other. At this

point, all the generals know they will eventually retreat, know that they all know

it, and so forth. Common knowledge of the initial preferences has been established,

and they can make their decision simultaneously.

For t > 1, it will simply take longer for all the generals to know that all the generals

have received a complete description of initial preferences of the non-traitors. We

discuss how this knowledge is gained in Section 8.

A careful reader will note that common knowledge of the value of t is implicitly

assumed. While this may seem to be a strong assumption, it becomes much more

reasonable when t is viewed as a maximum possible value for the number of traitors.

Thus, agreement will be reached in t + 1 rounds where t is the largest value that

the agents consider possible for the number of traitors.
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8. Attaining Common Knowledge

Using what we have learned from the example above, we will discuss how agents in

such a system are able to attain common knowledge, and how long this takes. To

do so, we define a clean round to be one in which no non-traitor notices that one

of their number has betrayed them. This is not the same as a round in which no

agent turns traitor. Suppose that, in the example above, general i had transmitted

his preference to all the other generals and then fled. By the end of round one, no

one would have noticed his traitorousness since he completed sending his messages.

In round two, every general would notice that general i was gone, and thus was a

traitor. Thus, round one would be the clean round, not round two, even though

the betrayal occurred in round one.

In our example, we made round one a clean round. Recall that every general re-

ceived messages from every other general, and so no one was aware of any traitorous

activity. Everyone still considered it possible that traitorous activity took place,

though, until round two. In round two, every general received a complete descrip-

tion of the preferences from every non-traitor (and maybe the traitor, too, but this

does not matter). Thus, all the generals know that round one was clean. Further,

they all know that they all know that it was clean, since they know that every

non-traitor sent the description of preferences to everyone. And so on. Therefore,

it is common knowledge at round two that round one was clean. It turns out that

this is exactly what allows them to decide simultaneously.

Once we have common knowledge of a clean round, we have common knowledge

that anything anyone knew at the beginning of that round was sent to everybody.

Since everyone knows their own initial preferences at the beginning of every round,

as long as it is common knowledge that a clean round has occurred, everyone knows

that everyone knows the initial preferences of all the non-traitors. Thus, common
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knowledge of a clean round is all that is necessary for agreement. Clearly, if the

value of t is common knowledge (as discussed above), it is common knowledge that

a clean round must have occurred at the latest by round t+ 1 in our crash failure

example (since each traitor can commit treason only once). This gives us that it

will take no longer than t+ 1 rounds for agreement to be reached.

We can achieve agreement sooner, though. Consider the following example:

Example 8.1. Suppose we have t = 10 and all ten traitors flee during the first

round before they have finished sending messages. In round two, all the non-traitors

discover that everyone knows that there were 10 traitors in round one. Thus, it is

common knowledge that round two is clean, since all the traitors had already fled.

Hence, the generals are able to agree much earlier than round eleven.

We define the wastefulness of a run, written W(r) to be equal to the maximum

difference between the number of traitors discovered by round m, and m. Thus,

for our t = 10 example above, the wastefulness of the run is 9 (the difference is 0

at m = 0, 9 at m = 1, and then it drops off at a rate of one per round, making the

max 9). Using this concept, we can say that common knowledge of a clean round

(and thus simultaneous agreement) in run r will be achieved by round t+1−W(r).

In our t = 10 example, this equals 2, which is exactly the round in which we found

agreement occurred.
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9. Knowledge as Belief

Recall the Muddy Children problem. When the father announces to all the children

that at least one of them has mud on his forehead, we say that this statement has

become common knowledge. However, this may be a strong assumption. Perhaps

one of the children is known for his poor attention span, and there is considerable

doubt that he was paying attention to the father. Or consider the auction example

from the Introduction. When the auctioneer announces the starting price, the

starting price becomes common knowledge within our model. It is very possible

that the auction room is crowded and noisy and the people in the back did not

hear. A weaker form of knowledge is necessary to model this doubt.

The operator Bp
i was originally defined by Monderer and Samet [4] as follows: We

say that agent i p-believes φ at state s if at every state t such that (s, t) ∈ Ki,

we have that i assigns probability at least p to φ. To formalize this, we need to

add probability to the model. We replace the interpretation function π : S ×Φ →

{true, false} with probability measure µ : S × Φ → [0, 1]. Now we formalize our

belief operator. We write (M, s) |= Bp
i φ if and only if µ(t, φ) ≥ p ∀t ∈ S such that

(s, t) ∈ Ki.

Our new p-belief operator has similar properties to the S5 properties discussed in

Section 4. We list them below:

• The Distribution Axiom: M |= (Bp
i φ ·B

p
i (φ =⇒ ψ)) =⇒ Bp

i ψ.

• The Truth Axiom: µ(φ | Bp
i φ) ≥ p.

• The Positive Introspection Axiom: M |= Bp
i φ =⇒ Bp

iB
p
i φ.

• The Negative Introspection Axiom: M |= ¬Bp
i φ =⇒ Bp

i ¬B
p
i φ.

• The Generalization Rule: If µ(φ) ≥ p then M |= Bp
i φ.
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These properties follow from the equivalence relation assumption just as the S5

Properties they mimic, described in Section 4.

We establish the analogous notions of evident p-belief and common p-belief. We

say that (M, s) |= Ep
Gφ if and only if (M, s) |= Bp

i φ ∀i ∈ G. To formalize our

definition of common p-belief, we must employ the somewhat awkward notation

Ep
G,0φ = φ and Ep

G,k+1φ = Ep
GE

p
G,kφ and then say that (M, s) |= Cp

Gφ if and only if

(M, s) |= Ep
G,kφ ∀k ∈ N. We stress that this is merely the direct analogue of our

definition of common knowledge, so we say that φ is common p-belief if and only

if everyone p-believes φ, everyone p-believes that everyone p-believes φ, and so on.

Recall that Aumann established that agents cannot agree to disagree. That is, if

the posteriors of an event are common knowledge, the posteriors must be the same.

Monderer and Samet [4] established an analogous agreement result for p-belief:

Theorem 9.1. If the posteriors of an event are common p-belief with p ≥ .5, then

these posteriors can disagree by no more than 2(1− p).

In other words, this weaker form of knowledge does give us some leeway with

agreement, but it is still bounded by the strength of belief. We will see that there

is also leeway with regards to the Coordinated Attack problem.

We will now reconsider the Coordinated Attack problem. Suppose that the generals

no longer need to be absolutely sure that their compatriot will attack simultane-

ously, but rather they must p-believe it for some p close to 1. As before, there is

some ε > 0 such that the probability of successfully sending a message is (1− ε).

So general 1 sends a message detailing the plans of attack. He now (1− ε)-believes

that the plan is known to both of them. If general 2 receives this message, he 1-

believes, and thus also (1− ε) believes, that they both know the plan. Further, he

(1− ε)-believes that general 1 (1− ε)-believes that they both know the plan. And
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so on. Thus, if the message is successfully delivered, we have common (1−ε)-belief

that the plan is known to both the generals. Hence, if p ≤ (1 − ε), the generals

will both attack according to the plan.

Suppose p > (1 − ε). General 2 still 1-believes that they both know the plan,

but he is aware that general 1 only (1− ε)-believes it. So he sends a confirmation

message which has a (1 − ε) chance of being received. Now general 1 knows that

they both know the plan, but he also knows that general 2 only (1−ε)-believes that

he knows this. So he sends another message.... We can see that the last message

sent will always be associated with (1 − ε)-belief, so we will never have common

p-belief. Thus, the generals will only attack if there is a sufficiently small chance of

unsuccessfully sending a message, specifically if ε ≤ 1− p. However, unlike in the

original problem using strict knowledge, there exist conditions where the attack

will occur.

We note that in the above example we used the terms 1-belief and knowledge

interchangeably. This is only true in discrete models (they either both know the

plan or they do not). Consider the standard example for a continuous model:

Suppose a real number is picked at random from the unit interval with a uniform

probability distribution. An agent will 1-believe that this number is irrational.

However, we would not say that he knows that the number is irrational, even

though there is a probability of zero that it is not.
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10. Logical Omniscience

We now turn to another problematic assumption in our model. In our model, we

say that an agent knows something if it is true at every state that he considers

possible. If we consider a basic fact, such as 2 + 2 = 4 or something similar,

this should be true at all states. Otherwise, we would be including states where

2 + 2 6= 4, which is impossible. However, just because something is true should

not imply that everyone knows it. For example, what is the 10,000th digit of
√

2?

There exists only one digit that is the 10,000th digit of
√

2, but it is safe to say

that most people do not know what it is. We would like to allow our agents to

consider states that they are unable to prove are logically impossible, even though

these states cannot exist. To do this, we must include some impossible worlds into

our set of states, S. However, we must do so in a way that enables us to consider

these illogical states in a logical manner. Our model must establish a means to

extend preferences and information sets to these impossible states in a way that is

consistent with the preferences and information sets over the possible states. This

method for doing so was proposed by Lipman [3] in 1999.

We first differentiate between possible and impossible worlds. We define the set

I to be the collection of all internally consistent subsets of Φ. By this, we mean

that if p represents that statement ”It is snowing in Chicago.” and q represents the

statement ”It is warm in Chicago.”, there is no element of I that contains both

p and q. We now define our set of states, S, to equal the maximal elements of

I. So for s ∈ S, there is no p ∈ Φ\S (where Φ\S = {p ∈ Φ | p /∈ S}) such that

s ∪ {p} ∈ I. In other words, for s ∈ S, if p ∈ Φ but p /∈ s, then p is not consistent

with some subset of s.

For I ⊆ Φ we now define S(I) = {s ∈ S | I ⊆ s}. That is, S(I) is the set of all

states where all p ∈ I are true. For example, if I = {”It is raining in New York.”,
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”It is sunny in St. Louis.”}, then S(I) would be the set of all states where it is

raining in New York and sunny in St. Louis. We say that two information sets

I and I ′ are logically equivalent if S(I) = S(I ′). That is to say, two information

sets are logically equivalent if they yield the same information. For example, if

our possible states were the state where it is raining in New York, St. Louis, and

Chicago and the state where it is sunny in all three cities, then the information

sets ”It is raining in New York and St. Louis.” and ”It is raining in New York and

Chicago.” are logically equivalent, since they both tell the agent that he is in the

state where it is raining everywhere.

In order to introduce the notion of preferences into our model, we define X to be

the set of consequences and F to be the set of acts, or functions from S toX. We let

the binary relation on F �I be the agent’s preferences given information set I. We

say that I is null if f ∼I g ∀f, g ∈ F . That is, I is null if the agent is indifferent

to all possible actions given information set I. We say that the set of relations

{�I} is expected utility representable if there is a utility function u : X → R

and probability measure µ on S such that µ(S(I)) > 0 for all nonnull I and we

have f �I g if and only if Eµ[u(f(s)) | s ∈ S(I)] > Eµ[u(g(s)) | s ∈ S(I)]. In

other words, {�I} is EU representable if there we can find a utility function and a

probability measure that quantify the preferences expressed by the relations.

We also define an equivalence relation as follows: I ∼= I ′ if and only if S(I) = S(I ′)

and �I=�I′ . Thus, we say that I is equivalent to I ′ when I and I ′ are logically

equivalent and the agent acts identically with each information set. In other words,

the agent recognizes the logical equivalence of the information sets. So for our

example above with logically equivalent information sets regarding rain in the three

cities of New York, St. Louis, and Chicago, these information sets would also be

considered equivalent if the agent responded in the same way to both information

sets. Logically, we would expect him to do so. However, by not requiring this to
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be the case, we allow our agent to fail to see the logical implication. By specifying

those information sets which are equivalent, we can rigorously define what logical

implications our agent recognizes.

With this equivalence relation, we can now extend the set of states to S∗ in such

a way that we do not lose the original sense of preferences and order. We define

S∗ to be a collection of subsets of Φ such that S ⊂ S∗. With this assumption, we

ensure that all truly possible worlds are still on our extended model. We similarly

define S∗(I) = {s∗ ∈ S∗ | I ⊆ s∗}. We say that S∗ preserves ∼= if S∗(I) = S∗(I ′)

exactly when I ∼= I ′. Thus, when S∗ preserves ∼=, we maintain our sense of logical

equivalence and can extend our preferences to the additional states in S∗.

It is in this spirit that we say that S∗ is extended EU representable if there exists

an act extension h : F → H where H is the set of functions from S∗ to X (extended

acts) and h(f(s)) = f(s) ∀f ∈ F, s ∈ S, utility function u, and probability measure

µ on S∗ such that S∗ preserves ∼= and for all nonnull I, we have µ(S(I)) > 0 and

f �I g if and only if Eµ[h(f(s∗)) | s∗ ∈ S∗(I)] > Eµ[h(g(s∗)) | s∗ ∈ S∗(I)]. In

other words, we say that S∗ is extended EU representable if we can extend the

acts over the possible worlds in such a way that the preferences over the original

possible worlds are preserved.

We now define an information ordering as follows: I <∗ I ′ (we say I is more

informative than I ′) if and only if I ∼= I ∪ I ′. Thus, we say that I is more

informative than I ′ if adding the information in I ′ to I does not improve the

agent’s understanding of the world. Lipman [3] showed that S∗ preserves ∼= if and

only if we have the statement that I <∗ I ′ if and only if S∗(I) ⊆ S∗(I ′). In other

words, we must have that I is more informative than I ′ if and only if the extended

states where I holds are also states where I ′ holds. This makes sense, since the

extended states in S∗(I ′)\S∗(I) are the states that the agent is able to eliminate

with the extra information in I.
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Once again, consider our rain example. Suppose that we add an impossible world

where it is raining at all three cities and is also sunny in St. Louis. Consider the

information set where the agent knows that it is raining in New York and Chicago

and that it is sunny in St. Louis. This new information set is more informative

than the two old ones, since the information in ”It is raining in New York and

Chicago” is already in the information set, and the additional information in ”It

is raining in New York and St. Louis” does not eliminate any states. As we can

see, the state considered possible with the more informative information set is also

considered possible by the less informative information sets, just as expected.

We can also use this information ordering to make statements regarding the pref-

erences in our model. We say that {�I} is consistent if we have <∗ transitive and

I <∗ I ′ if and only if I <∗ {φ} ∀φ ∈ I ′. Transitivity certainly makes sense, and

so the crucial element of this definition is the requirement that I must be more

informative than every element of I ′. This also is reasonable, since if we can add

all of I ′ to I without gaining anything, we should not be able to gain anything from

any of its individual elements. Lipman [3] also showed that an S∗ that preserves

∼= exists if and only if {�I} is consistent. Thus, consistent preferences are exactly

what we need to be able to construct S∗ in a meaningful way.

Recall the problem of the 10,000th digit of
√

2. In this problem, at all states that

the agent considers possible, he knows the rules necessary to determine the digits

of a square root. However, we wish to model the fact that he has not applied these

rules to the problem, and thus does not know what the 10,000th digit of
√

2 is.

So we include 9 states in S∗ where these rules still hold, but where the 10,000th

digit of
√

2 is not what it should be according to these rules. Specifically, let sj

be the state where the method for determining digits of square roots exists and

j is the the 10,000th digit of
√

2. We let the agent’s information set be the set

{s1, s2, ..., s0}, so the agent is unable to distinguish between the different ”possible”
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digits. Now we have a framework to consider the agent’s possible actions within.

We can assign a probability distribution and use p-beliefs, or represent research

through a modified Teller / Knowledge Base system, or use any other method that

can be modeled in our framework.
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11. Conclusion

There are many ways that the models developed in this paper could be extended.

The model relaxing the logical omniscience assumption studied in Section 10 has

not been fully developed into a model that can encompass multiple agents. Study-

ing how common knowledge and communication between agents change in this

new model would be both interesting and useful. Once a multiple agent version

of this model is better understood, consideration of how to extend the probability

distribution associated with the Belief model to the extended ”impossible” states

would allow us to combine these models in a very powerful way.

While we discussed how various properties of knowledge can be lost if we relax

the assumption of Ki being an equivalence relation, we did not go into great detail

about the further implications of the loss of these properties. Many of the sub-

tleties of these properties are still poorly understood. The Negative Introspection

Axiom, also known as the Axiom of Wisdom, is receiving particular attention in

current research [8]. Specifically, there are attempts to model how the Axiom can

be relaxed for certain subsets of information, but maintained for the rest of the

prepositions that describe the world.

Of course, the models as they are described here can still be applied usefully in

many ways. Negotiations over contracts are the most obvious application of our

agreement models. If we wish to model how knowledge can affect negotiations

when sides make offers to each other, we can use our message-passing models. For

decisions on policy made by corporate boards or government committees where

people may not always be present or possibly have individual agendas, the Simul-

taneous Byzantine Agreement model would be used. When discussing how beliefs

and knowledge affect responses to risk and uncertainty, p-beliefs are a natural way

to capture many of the important aspects of ”knowledge” in these situations. The
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relaxed logical omniscience extension could be applied to environmental models of

consumers who do not take the time to think through the possible consequences of

their actions on the environment and thus ignore costs that they will have to pay

in time.

We have seen that knowledge can have an important effect on agents’ decisions

in game theory and economics in general and we have particularly studied how

common knowledge is crucial in many situations. By modeling knowledge, we are

able to formalize these concepts and rigorously determine what agents know and

do not know, thereby determining how they will act. We have also considered

many of the common assumptions that are made about knowledge and seen the

results of relaxing these assumptions. Hopefully, this paper will have served as an

accessible introduction to modeling knowledge in game theory.
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